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Abstract" 

This thesis explores correlations between sentiment analysis ratings from 

movie tweets, film critics' ratings, and box office earnings. Two sentiment 

analysis tools, NLTK and Pattern, are used to collect and automatically 

extract the sentiments behind tweets about five movies released during 

summer 2013: Despicable Me 2, The BUng Ring, Man of Steel, Monsters 

University, and World War Z. The average ratings for each movie are 

compared to the scores for each movie on Metacritic and Rotten 

Tomatoes. Overall, for most of the movies the results from the sentiment 

analysis ratings and film critics were similar, although in some instances 

they did vary considerably. Additionally, Pattern corresponded better with 

the film critics' ratings than NLTK. Furthermore, through graphical and 

statistical analysis, correlations between these sets of ratings and the box 

office earnings are studied. The analysis did not result in significant 

correlations to make concrete conclusive predictions. 

• I have been extremely fortunate to have Prof. Nathan Sanders and Prof. Deepak Kumar as my 
advisors and faculty readers. Without their direction and guidance, this thesis would not have 
been possible. I am also grateful to my student readers, Lisa Bao and Kelsey Ryan, for all their 
helpful comments and suggestions, which helped me refine my arguments. Lastly, I would like to 
thank the other Linguistics seniors, Katherine Marcoux, Chaney Harter, Karuna Doraiswamy, and 
Raminta Holden, who have served as a sounding board for my ideas every week during 
Linguistics Study Hour and provided constant support and encouragement. 
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1 Introduction 

"Sentiment analysis" or "opinion mining" refers to the application of natural 

language processing, computational linguistics, and text analytics to automatically extract 

opinions, emotions and sentiments from a text. It aims to determine the attitude of a 

speaker or a writer with respect to some topic or the overall contextual polarity of a 

document. The speaker's attitude may be their judgment or evaluation, affective state, or 

the intended emotional communication. On a large scale, computational sentiment 

analysis enables the tracking of public attitudes, opinion, and feelings expressed in social 

media, such as blogs and social networks (like Facebook, Twitter, Instagram, etc.). 

Businesses frequently use sentiment analysis of product reviews, ratings, 

recommendations and other forms of online opinion to follow new product perception, 

track negative feedback, identify new opportunities and manage their reputation, along 

with a multitude of practical applications across diverse domains such as politics, law, 

sociology, psychology, etc. (Feldman 2013). 

In this thesis, I examine the effectiveness of computational sentiment analysis by 

analyzing public opinions of movies based on "tweets" i.e., posts on Twitter, the 

microblogging service and comparing them to published film critics' reviews and to the 

box office earnings of the movies. I analyze tweets discussing five different movies 

released during summer 2013: The Bling Ring, Despicable Me 2, Man a/Steel, Monsters 

University, and World War Z. Two sentiment analysis tools, NLTK (Bird et al. 2009) and 

Pattern (De Smedt 2011) are applied to these tweets. Both these tools have a hand-tagged 

lexicon but use different algorithms to either train the data or expand the lexicon in order 

to analyze the text. 
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Each tweet is assigned a rating, and I calculate an average rating from each tool 

for each movie. I compare the results of sentiment analysis from both tools with each 

other and with aggregated media reviews from film critics, as published on two review 

aggregator websites, Metacritic (2001) and Rotten Tomatoes (1998). While the Metacritic 

and Rotten Tomatoes scores reflect the opinion of the human film critics, the sentiment 

analysis ratings reflect a computational algorithm's attempt to extract the opinion of the 

general audience. Additionally, I compare data about the box office earnings of these 

movies to the three different sets of ratings to determine the correlation, if any, between a 

movie's ratings and its earnings. 

In Section 2, I provide some background on sentiment analysis, including a 

general discussion of current work and approaches in the field, and a specific discussion 

of the two tools I used for my research (Pattern and NLTK). In Section 3, I explain the 

methodology behind my research, including my data sources and a detailed summary of 

my methods in collecting and cleaning data. In Section 4, I present the results from the 

statistical analysis of the data. In Section 5, I give a summary of the entire research and 

my conclusions. Additionally, I suggest ideas for further research on this topic. 

2 Sentiment Analysis 

2.1 Background 

Humans have always attached importance to the opinions of others because they 

play an important role when making decisions or choosing among multiple options. 

Before the advent of the Internet, people would generally ask friends and relatives for 
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movie recommendations, request reference letters for job applications, or consult 

specialized magazines before deciding to buy a car, home appliance, etc. Nowadays, with 

the widespread use of social media, people now have access to an immense corpus of 

data which includes the opinions and experiences of others who are neither acquaintances 

nor professional critics, and through sentiment analysis, we can go through vast amounts 

of opinions with the goal of making even more informed decisions. 

The term "sentiment analysis" first appeared in Nasukawa & Yi 2003, and the 

term "opinion mining" first appeared in Dave et al. 2003. "Sentiment analysis" is more 

commonly used in industry, while both "sentiment analysis" and "opinion mining" are 

used in academia (Liu 2012). Early projects on belief (Carbonell 1979, Wilks & Bien 

1984) are considered precursors to the current work in sentiment analysis, along with 

earlier research on the interpretation of metaphor, sentiment adjectives, subjectivity, 

narrative, point of view, affect, evidentiality in text, and related areas (Wiebe & Rapaport 

1988, Wiebe 1990, Hearst 1992, Sack 1994, Wiebe 1994, Wiebe & Bruce 1995, 

Hatzivassiloglou & McKeown 1997, Wiebe et al. 1999, Huettner & Subasic 2000, 

Kantrowitz 2003). 

According to Pang & Lee (2008), there has been a marked increase in the 

awareness and research around sentiment analysis and opinion mining since about 2001, 

which they argue is due to: 

• The rise of machine learning methods in natural language processing and 

information retrieval; 
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• The increased availability of data sets for machine learning algorithms to be 

trained on, due to the growth of the Internet and, specifically, the development of 

review aggregation websites; 

• Realization of the intellectual challenges and commercial and intelligence 

applications that the area offers. 

Sentiment analysis of a text involves different approaches, as explained in Section 

2.1. The flowchart in (1) gives an overview of the general sentiment analysis process. 

Texts are selected from a corpus of data and processed by applying different lexicons and 

linguistic resources like part-of-speech tagging to split the text into phrases, nouns, verb, 

adjectives, etc. A text can then be analyzed by comparing the tagged dataset to the 

existing lexicons. The analyzed data can be added into the lexicon for future work, 

allowing the algorithm to learn as it analyzes more texts. Finally sentiment analysis 

scores are applied to the entities themselves or certain aspects of the entities. 

(1) Architecture of a generic sentiment analysis system (from Feldman 2013) 
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2.2 Current work and approaches 

In this section I summarize three key approaches to sentiment analysis: document-level, 

sentence-level, and aspect level. 

Document-level sentiment analysis: In this approach, it is assumed that the 

document contains an opinion on one main object expressed by the author ofthe 

document. Entire documents are classified as having an overall positive or negative 

polarity (Pang et al. 2002, Pang & Lee 2005). There are two main approaches to 

document level sentiment analysis: supervised learning and unsupervised learning 

(Feldman 2013). 

Sentence-level sentiment analysis: In order to have a more fine-grained view of 

the different opinions expressed in the document about the entities we must move to the 

level of individual sentences in the document (Feldman 2013). A single document may 

contain multiple opinions, even about the same entities. Rillof & Wiebe (2003) and Kim 

& Hovy (2006) have used a sentence-level approach in their works. 

Aspect-based sentiment analysis: Sentence-level approaches often fail to discover 

opinions about an entity and/or its aspects. So, researchers have developed an aspect

based approach wherein an opinion consists of targets and the sentiments associated with 

them. Cambria et al. 2013 explains this further with the following example: 

(2) "The new iPhone's screen size is amazing but the battery life is short" 

An aspect-level based approach would evaluate two aspects (opinion targets) of 

the same entity here: its screen size and its battery life. The sentiment behind the iPhone's 

screen size is positive whereas the sentiment behind the battery life is negative. This 
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approach is also seen in works like Hu & Liu 2004, Lu et al. 2011 and Fabbrizio et al. 

2011. Both Pattern and NLTK utilize a document-level approach to sentiment analysis. 

F or the second part of my thesis I study the correlations, if any, among the 

sentiment analysis of tweets about a movie, film critics' review of it, and its box office 

earnings. Previous research in this area has found relations between movie ratings and its 

subsequent sales (Mishne & Glance 2006, Dellarocas et al. 2007, Pang & Lee 2008). 

However, there have also been a few studies which have concluded that review polarity 

has no significant economic effect (Eliashberg & Shugan 1997, Reinstein & Snyder 2005, 

Duan et al. 2008). 

2.3 Pattern 

Pattern is a web mining module developed for the Python programming language 

in the Computational Linguistics and Psycholinguistics Research Center (cLiPS) by Tom 

de Smedt in 2011. It bundles tools for data mining (Google, Twitter & Wikipedia API, 

web crawler, HTML DOM parser), natural language processing (part-of-speech taggers, 

n-gram search, sentiment analysis, WordNet), machine learning (vector space model, k

means, k-NN, SVM) and network analysis (graph centrality and visualization). 

For sentiment analysis, the developers mined the Internet for product reviews and 

manually annotated the most frequent adjectives with a score ranging from -1.0 to 1.0, 

with the former being the most negative and the latter being the most positive and 0 as 

neutral. Then they applied two techniques, distributional extraction and spreading 

activation, to automatically expand the lexicon and tested its accuracy on a different set 

of product reviews and star ratings (De Smedt 2013: 133). 
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Distributional extraction is an approach in computational linguistics in which 

semantic relatedness between words is extracted from distributional information (Schiitze 

& Pedersen 1997). A vector space is defined with adjectives as document labels and 

nouns as vector features. The value for each feature represents the frequency an adjective 

precedes the noun. Classification or dimension reduction is then used to create groups of 

semantically related words which share their polarity, subjectivity, and intensity. In this 

way the developers built up a lexicon of3,200 adjectives (De Smedt 2013). 

Spreading activation is another approach in computational linguistics to 

iteratively extend the lexicon by traversing relations between synsets. A synset is a group 

of data elements that are considered semantically equivalent for the purposes of 

information retrieval. Different synsets are related to one another by relations like 

synonymy (is-same-as), antonymy (is-opposite-of), and hyponymy (is-a) among others. 

For example, bird -7 hen is a hyponymy, bird -7 flock is a holonymy, and bird -7feather 

is a meronymy. Pattern uses WordNet to extract synsets (De Smedt 2013: 136). 

For each adjective in the lexicon, the corresponding WordNet synset (Fellbaum 

2005) was retrieved by Pattern and the adjective inherited the polarity, subjectivity, and 

intensity. While the polarity rating indicated the positive or negative sentiment associated 

with the adjective, the subjectivity rating indicated whether the adjective was subjective 

or objective. Words with lower subjectivity rating are considered objective whereas 

words with higher subjectivity ratings are considered subjective. Intensity ratings were 

not considered for subsequent calculations. In three iterations, the lexicon expanded from 

3,200 adjectives to 5,400 adjectives. This lexicon was tested against the lexicon in Pang 

& Lee 2004 and according to the website, accuracy is 73% (De Smedt 2011). 
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To calculate the polarity of a text, Pattern uses Part-of-speech (POS) tagging to 

identify each word tagged as an adjective and compare it to the lexicon built by the 

developers to give it a rating and then uses the average of these scores to determine the 

polarity. Presence of adverbs modify the ratings, and presence of negation words (such as 

'not') reverse the polarity. Exclamation marks boost previous words, happy emotions 

such as ":)", ":-)", ":d", ":D", ":-d", ":-D", "<3", "." increase the polarity, and sad 

emoticons such as ":(", ":-(", ":'(", ":-s" decrease the polarity. 

The sentiment function returns a (polarity, subjectivity)-tuple for a given input, 

based on the adjectives it contains, where sentiment polarity is a value between -1.0 and 

+ 1.0 and subjectivity between 0.0 and 1.0, as seen in the example below: 

(3) Excerpt from code to show the polarity of certain words in WordNet 

»> print sentiment ("lamp") 
(0.0, 0.0) 

»> print sentiment ("happy") 
(0.375, 0.875) 

»> print sentiment ("sad") 
(-0.625, 0.875) 

As we can see in (3) above, the sentiment function for "sad" returns a tuple 

(-0.625,0.875) where -0.625 is the sentiment polarity and 0.875 is the subjectivity. In (4)-

(5), I use two sample tweets to demonstrate Pattern's scoring system. 

(4) »> print sentiment ("sad to see @EmWatson taking that role in 

the bling ring movie!") 
(-0.625, 0.75) 

(5) »> print sentiment ("Man of Steel premiere. So sad I'm 

missing that : (") 
(-0.75, 0.8) 
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Pattern parses the tweet in (4) with POS tagging and finds that "sad" is the only 

adjective in this sentence. In Wordnet, the polarity for "sad" is -0.625, so this tweet gets a 

-0.625 rating from Pattern. 

For the tweet in (5), Pattern similarly parses it with POS tagging and finds "sad" 

as the adjective in the text. The tweet initially gets a rating of -0.625 from Pattern. Due to 

the presence of the adverb "so" and the emoticon ":(", the final score for the tweet in (5) 

is -0.75, a greater negative polarity than the adjective by itself. 

2.4NLTK 

The Natural Language Toolkit (NLTK), developed in 2001 by Steven Bird, 

Edward Loper and Ewan Klein, is a leading platform for working with human language 

data using the Python programming language. NLTK provides easy-to-use interfaces to 

over 50 corpora and lexical resources such as WordNet, along with a suite oftext 

processing libraries for classification, tokenization, stemming, tagging, parsing, and 

semantic reasoning. 

The NLTK sentiment analysis module for English uses classifiers trained on both 

Twitter sentiment as well as movie reviews from the data sets from Pang et al. 2002, Pang 

& Lee 2004, and Pang & Lee 2005. The movie review corpus has reviews categorized 

into positive and negative categories, and a number of trainable classifiers. The 

developers started with a simple NaIve Bayes Classifier as a baseline, using boolean word 

feature extraction. Feature extraction consists of transforming arbitrary data, such as text, 

into numerical features usable for machine learning, and in this way, the classifier will 

know which aspects ofthe data it should pay attention to. A feature can be defined for 
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each word, indicating whether the document contains that word. A feature extractor can 

be then defined that simply checks whether each of these words is present in another 

document. 

A NaIve Bayes classifier is a simple probabilistic classifier based on applying 

Bayes' theorem to a strong (naive) independence feature model. If we have a dependent 

class variable C with a small number of outcomes or classes, conditional on several 

feature variables FJ through Fn" then this probability model can be represented by Bayes' 

formula in (6): 

p(C) p(F1l . .. Fn IC) 

(6) P(Fl ... l Fn) 

All of the NLTK classifiers work with "featstructs", which are simple dictionaries 

mapping a feature name to a feature value. For the text they used a simplified bag-of-

words model where every word is a feature name with a boolean value of True. The bag-

of-words model is a simplifying representation used in natural language processing and 

information retrieval. In this model, a text (such as a sentence or a document) is 

represented as an unordered collection of words, disregarding grammar, including word 

order. The movie reviews corpus (Pang et al. 2002, Pang & Lee 2004, and Pang & Lee 

2005) has 1000 positive files and 1000 negative files. 75% of these files are used as the 

training set (i.e., 1500 files) and the remaining 25% (500 files) are used as the testing set. 

The classifier training method expects to be given a list of tokens in the form of [(feats, 

label)] where feats is a feature dictionary and label is the classification label. In this case, 

features are ofthe form {word: True} and label will be one of "pos" or "neg" . After 
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training the classifier, the developers tested it on the remaining corpus and the accuracy 

on the testing set was almost 73%. 

In order to classify a text, highest information gain is calculated. To find the 

highest information features, we need to calculate information gain for each word. 

Information gain for classification is a measure of how common a feature is in a 

particular class compared to how common it is in all other classes. A word that occurs 

primarily in positive movie reviews and rarely in negative reviews is high information. 

Information gain is calculated using bigrams. A bigram is every sequence of two adjacent 

elements in a string of tokens, which are typically letters, syllables, or words; they are n-

grams for n=2. The top 10000 words with the highest information gain scores are kept in 

a set and sorted by value. When we parse texts for sentiment analysis, each text is 

classified based on the presence of these high information words and given a rating. The 

following data in (7) shows us the ten most informative words i.e., the ten words with the 

highest information gain. From the list below we can see that 'magnificent' appearing in a 

positive text is 15 times more likely than in a negative test, whereas ' idiotic' is almost 10 

times more likely to appear in a negative text than a positive one. 

(7) Excerpt ofNLTK code to show the ten most informative features 

train on 1500 instances, test 
accuracy: 0.728 
M·OSt. :rnfannati ve Features 

magnificent '" True 
aut:standing '" True 

insult.ing ;;; True 
vulne·rable '" True 

ludicrous ~ True 
avc,ids ;;;; True 

uninv·o,l ving '" True 
astounding ;;;; True 

fasc·inat.ion ;;;; True 
idic·tic '" True 

on 5M instances 

pos neg 
pos neg 
ne,'31 pas 
pos neg 
neg pas 
pos neg 
ne,'31 pas 
pos neg 
pos neg 
ne,'31 pas 

12 

'" 15.0 1.0 

'" 13.6 1.0 

'" 13 .0 1.01 

'" 12.3 1.01 
~ 11.8 ].0 
;;; 11.7 1.01 

'" 11.7 1.01 
;;;; 1·0.3 1.01 
;;; 10.3 1.0 

'" '9.8 1.01 



3 Methodology 

3.1 Data Sources 

There are three main sources that I used for collecting data: Twitter (2006) for the 

texts to be analyzed by sentiment analysis, Metacritic (2001) and Rotten Tomatoes (1998) 

for movie reviews, and Box Office Mojo (1999) for the box office earnings. 

3.1.1 Twitter 

Twitter is an online social networking and microblogging service that enables 

users to send and read messages known as "tweets". Tweets are restricted to 140 

characters; registered users can both post and read tweets, while unregistered users can 

only read them. Twitter users can choose which registered users they want to follow, 

which is a one-way connection, since users do not have to follow their followers. Another 

feature of Twitter is the use of hashtags: a word or phrase without whitespace prefixed 

with a '#' symbol, which users add to label and categorize their tweets so that other users 

can search for tweets on the same topic or observe trending topics. 

For example, when I was searching for tweets relevant to the movie Man a/Steel, 

these were some of the tweets that I found: 

(8) "Just saw Man of Steel. Highly recommended (although not in my theater. Too many 

screaming kids!)" 

(9) "Ended up liking Man of Steel a bunch. Very much a Snyder film though. Flashy and 

a bit cold. Works for Supes though." 
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(10) "Wait so your saying we are going to go see Man of Steel again? #iaintcomplaining 

#awesome" 

According to official statistics from Twitter, there is an average of 200 million 

tweets per day. The sheer volume of the data on Twitter makes it conducive for data 

mining. Additionally, for my research purposes, I chose Twitter because it is a common 

platform for people to post their opinions about and reactions to a recent movie release. 

3.1.2 Metacritic 

Metacritic is a website that curates a large group of the world's most respected 

critics for a variety of media, assigns scores to their reviews, and applies a weighted 

average to output a Metascore which can be interpreted according to the chart in (11): 

(11) Interpretation of Metacritic's scores (from Metacritic 2001) 

GEmeral1 Meaning of Score ~~ovies. TV& Music 

Universal Acclai m 81 -100 

Generally Favorable Review s 61 - 80 

Mixed or Average Review s 40 - 60 

Generally Unfavorable Review s 20 - 39 

Overwhelm ing Disli ke 0-19 

Each movie featured on Metacritic receives a score when they have collected at 

least four critics' reviews. The Metascore is a weighted average because Metacritic 
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assigns more importance to some critics and publications than to others, based on their 

quality and overall stature. In addition, for music and movies, Metacritic also normalizes 

the resulting scores in order to prevent scores from clumping together. 

To calculate the Metascore, Metacritic converts all critics' scores to a 0-100 scale, 

with letter grades and star ratings being converted according to the guidelines in (12). For 

reviews that do not include scores, letter grades or star ratings, Metacritic staff members 

manually read through the reviews and assign it an appropriate numeric score. The 

Metascores for each of the movies can be seen in (13). 

(12) Metacritic conversion from star ratings and letter grades to a numeric value 

4.Star Scale letter Grades 

TheirGrade Converts to Their Grade Converts to 

100 100 

88 91 

75 83 

63 75 

50 67 

38 58 

25 50 

12 42 

- 0 - 33 

25 

- 16 

8 

0 
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(13) Metascores for the five chosen movies (from Metacritic 2001) 

Movie Metascore 
Despicable Me 2 62 
The Bling Ring 66 
Man of Steel 55 
Monsters University 65 
WorldWarZ 63 

I used Metascores to compare the opinion of published film critics to the opinion 

of the general public, taken from Twitter. Furthermore, having these different sets of 

audiences will help me compare and investigate if the earnings of these movies at the box 

office show any correlation to either of the sets. 

3.1.3 Rotten Tomatoes 

Rotten Tomatoes is a film review aggregator website. Its name derives from the 

cliche of audiences throwing rotten tomatoes or vegetables at a poor stage performance. 

Movie reviews in Rotten Tomatoes come from publications or individual critics that have 

been selected by the Rotten Tomatoes staff. The criteria for inclusion for both 

publications and critics are separated across three divisions; print, broadcast, and online, 

each with its own criteria for Rotten Tomatoes inclusion. Films with a Rotten Tomatoes 

score, also known as Tomatometer, less than 60%, are classified as "Rotten". Rotten 

Tomatoes classifies movies as "Certified Fresh" when it has been reviewed by 40 or more 

critics (including 5 Top Critics) with a 75% or more critics have reviewed it to be "Fresh" 

on the Tomatometer. A film remains Certified Fresh unless its Tomatometer falls below 

70%. The table below summarizes the scores of the five movies on the Tomatometer (14). 
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(14) Rotten Tomatoes scores for the five movies (from Rotten Tomatoes 1998) 

Man of Steel 62 
Monsters 68 
WorldWarZ 62 

I use Rotten Tomatoes to expand my domain and as an alternate source for film 

critics' ratings to compare against the opinion ofthe general audience, taken from Twitter. 

Having another set of ratings helped me compare and investigate if the earnings of these 

movies at the box office show any correlation to either of the sets. 

3.1.4 Box office earnings 

Data for box office earnings were collected from the website Box Office Mojo 

(1999), which systematically tracks box office revenue for movies. For the purpose of 

this project, I obtained the earnings for each movie on its opening day and after 12 weeks. 

These earnings are shown in (15). I chose the 12 week mark because each of these 

movies had different release dates and they each ran for different lengths of time. They 

all ran for a minimum of 12 weeks and by comparing their earnings after 12 weeks, we 

have set a standard of time to compare them across. 
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(15) Opening earnings and 12 week earnings of each movie 

3.2 Collecting and cleaning the data 

The flowchart in (16) gives a general overview of the process of collecting and 

cleaning the data: 

(16) Flowchart to show pipeline of the process: 

Use the sentiment The soores Irom Panern are Use Pattern to sea.roh -----. function in Pattern to get 
lor tweets the sentiment polarity oonverted to a 0-100 scale 

1 
Use the sentiment The scores from Both sets 01 soores Final sets of 

function in NL TK to get NL TK are converted undergo noise averages are 

the sentiment rating to a 0-100 scale reduction oaloulated 

I used various tools and modules in Pattern to collect and clean the data prior to 

analysis. Through Pattern, I mined Twitter to find tweets that matched certain keywords. I 

used the movie titles as the keyword to find the relevant tweets about the five movies. For 

each tweet, I used the sentiment function in Pattern to get a sentiment polarity rating 

between -1.0 and 1.0 and I translated it to a 0-100 scale, with 0 being the most negative 

and 100 being the most positive. For example the tweet in (4): 
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(4) "sad to see @EmWatson taking that role in the bling ring movie!" 

Pattern gives it a sentiment polarity of -0.625 and after conversion, on my 0-100 

scale, it is 18.75. 

Next, I analyzed these tweets using the NLTK sentiment analysis API. It returned 

a JSON object response with two attributes: label and probability. The attribute "label" 

will be either "pos" if the text is determined to be positive, "neg" if the text is negative or 

"neutral" if the text is neither positive nor negative. The attribute "probability" is an 

object that contains the probability for each label. "neg" and "pos" will add up to 1, while 

"neutral" is standalone. If neutral is greater than 0.5 then the label will be "neutral". 

Otherwise, the label will be "pos" or "neg", whichever has the greater probability. I 

checked ifthe label is not "neutral" and take the "pos" value and translate it to the 0-100 

scale. For example, in NLTK, the same tweet in (4) returns the label of "neg" with the 

"pos" score being 0.3 while the "neg" score is 0.7. On my 0-100 scale, this translates to 

30. 

Across all five movies, I collected around 200,000 tweets in total and calculated 

average scores with Pattern and NLTK for each movie. Between the two systems, ratings 

could vary considerably (Fig. 17) since they use different algorithms. NLTK utilizes the 

NaIve Bayes classifier for sentiment analysis and Pattern utilizes distributional extraction 

and spreading activation. 
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(17) Sentiment analysis scores for sample tweets with NLTK and Pattern 

Tweet NTLK Pattern 

"Monsters University got me super nostalgic" 60 67 

"Drive-in double-feature: World War Z was excellent, defhas a seat 80 99 
at the table when people discuss zombie movies, despite lack of 
gore." 

"@TalkingMinions: After seeing Despicable Me 2, I just want a 40 93 
minion of my own even more! BEE DO BEE DO BEE DO! " 

Additionally, to reduce noise in my data set further, I recalculated the average 

sentiment analysis rating for each movie by excluding tweets that have a polarity between 

45 and 55, following De Smedt 2013, which analyzes Belgian elections with similar 

noise reduction. This method is used to ignore objective tweets i.e., tweets which are just 

a fact, without any sentiment or opinions associated with them. These tweets would get a 

neutral rating of -0.1 to 0.1 (for Pattern) and a "pos" score of 0.45 - 0.55 (for NLTK), 

such as "Monsters University is playing at 7pm and 9:30pm at the mall.". When this is 

translated to the 0-100 scale, it is the range between 45 and 55. For my research purposes, 

I use this method of noise reduction to ignore objective tweets and focus solely on the 

sentiment analysis of subjective tweets. 

The following graphs in (18) show us how the noise reduction process helps 

eliminate the objective tweets which initially form the bulk of the data and would have 

skewed the average rating to the middle. The graphs on the left represent the data set 

before it has undergone noise reduction while the graphs on the right represent the data 

set after it has been cleaned. 
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(18) Sentiment analysis ratings from NLTK before and after noise reduction for 

Despicable Me 2, Man afSteel, and The BUng Ring (a-c) 

a. 

b. 

c. 
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In this section, I analyze the data I found from my research. All statistics were 

done using the SPSS (2012) software program. 

4.1 Sentiment analysis versus reviews 

Overall, for most of the movies the results from the sentiment analysis ratings and 

the film critics' ratings on Metacritic and Rotten Tomatoes were similar (Fig. 19). 
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However, for few of them, the scores did vary considerably. For example, the ratings 

from NLTK, Patterns, Metacritic, and Rotten Tomatoes for World War Z correspond well 

(NLTK and Pattern both score the tweets at 66, which is only 3 points above the 

Metacritic ratings and 4 above the Rotten Tomatoes ratings) but the ratings from the same 

tools for Despicable Me 2 do not match up as well (NLTK's score is 15 points below the 

Metacritic score and 20 points below the Rotten Tomatoes score, and Pattern's is 11 

points above the Metacritic one and 6 points above the Rotten Tomatoes one). 

(19) Bar graph comparing the overall ratings from each tool for each movie 

80 ,---------------------------------------------------------------

73 

70 +-----, 

60 

50 

40 

30 

20 

10 

o 
Despicab le Me 2 The Bling Ring Man of Stee l Monsters University World War Z 

iii NLTK iii Metacri t ic iii Pattern iii Rotten Tomatoes 

From the data above it seems that Pattern corresponded better with the film 

critics' ratings than NLTK did. To verify this, I calculated the Mean Squared Error (MSE) 

of these ratings. The MSE of an estimator is one of many ways to quantify the difference 
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between values implied by an estimator and the true values of the quantity being 

estimated. The lower the MSE, the more accurate the results. Here, the sentiment analysis 

ratings are taken as the estimator and the film critic's ratings are taken as the true values. 

I calculated the MSE by calculating the sum of the squares of differences between the 

scores from the sentiment analysis tools and the film critic ratings. From the figures in 

table (20) below, we can see that Pattern has the lower value. 

(20) MSE between sentiment analysis ratings and review aggregators' ratings 

Metacritic Rotten Tomatoes 
Pattern 210 93 
NLTK 989 810 

4.2 Reviews and sentiment analysis versus earnings 

Regression analysis of these ratings with the box office earnings is given in (21) 

for opening day and in (23) for earnings after twelve weeks, followed by the table of their 

R2 values in tables (22) and (24) respectively. In both the graphs, the earnings (on the X 

axis) are compared to the NLTK, Pattern, Metacritic, and Rotten Tomatoes ratings (on the 

Yaxis). 

R2 values can range from 0 to 1, with 0 interpreted as there is no linear 

relationship between the earnings and the sentiment analysis ratings, whereas 1 would 

indicate it is a perfect accuracy and there is a linear relationship between the earnings and 

the sentiment analysis ratings. A R2 value of at least 0.6 is considered significant since the 

higher the correlation, the closer the R 2 value is to 1. 
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(21) Regression lines for ratings against the opening sales 
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$20,300,000 • • -- Linear (Rotten Tomatoes) 

$300,000 
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(22) R2 values to show correlations between the ratings and opening sales 

Rating R2 value 
NLTK 0.2169 
Pattern 0.1279 
Metacritic 0.1168 
Rotten Tomatoes 0.3285 

From the above data, we can see that there is not a significant correlation between 

the NLTK, Pattern, Metacritic, and Rotten Tomatoes ratings and the opening sales of 

these movies. The highest R2 value is for Rotten Tomatoes at 0.3285, which can be 

interpreted as 32% of the variation in the opening week sales is explained by the 

independent variable, Rotten Tomatoes. However, since this value is lower than 0.6, it is 

not conclusive. 
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(23) Regression lines for ratings against the twelve week sales 
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(24) R2 values to show correlations between the ratings and twelve week sales 

Rating R2 value 
NLTK 0.0074 
Pattern 0.4634 
Metacritic 0.2817 
Rotten Tomatoes 0.2040 

From the above data, we can see that there is not a significant correlation between 

the NLTK, Pattern, Metacritic, and Rotten Tomatoes ratings and the twelve week sales of 

these movies. The highest R2 value is for Pattern at 0.4634, which can be interpreted as 

46% of the variation in the twelve week sales is explained by the independent variable, 

Pattern. However, since this value is lower than 0.6, it is not conclusive. 
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5 Conclusions 

The sentiment analysis ratings for Pattern and NLTK (Fig. 19) do vary 

considerably for some of the movies. This can be attributed to the fact that the underlying 

algorithms for the two systems are different since Pattern uses a statistical approach, 

whereas NLTK uses a machine learning approach. However, Pattern shows a closer 

correspondence to the film critics' ratings than NLTK does. 

None of the regression analyses shows a significant enough correlation for ratings 

versus earnings to make any conclusive predictions. With the current analysis of the data, 

I am unable to show any concrete correlations between the sentiment analysis ratings, 

film critic ratings, and the box office earnings, though of the two sentiment analysis tools. 

I faced a few challenges while working on this proj ect which has made me realize 

the limitations of the data set that I was working with and has also given me ideas about 

directions this research could take in the future. Although the two techniques for 

sentiment analysis seem inherently simple and intuitive, there are a few areas where it is 

problematic. One thing that I noticed when I was collecting tweets was that some words 

were misspelled by the users. This would cause a problem since for example, Pattern uses 

POS tagging to classify a word and then look up its score. However, if the word is 

misspelled, Pattern would not be able to classify the word and it would not receive a 

score. Another problematic area is the context of these tweets. For example, a tweet 

discussed earlier: 

(5) "Man of Steel premiere. So sad I'm missing that :(" 
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Pattern gives this tweet a negative score -0.75 due to the presence of a negative 

adjective, an intensifying adverb, and a sad emoticon. However, the sentiment behind this 

tweet is positive since it shows us that the user wants to go to the premiere of this movie. 

Another challenge is that the five movies were chosen arbitrarily, across different genres. 

Despicable Me 2 and Monsters University belong to the family movie genre, Man of Steel 

belongs to the action movie genre, World War Z belongs to the zombie movie genre, and 

The Bling Ring belongs to the black comedy genre. If the movies were solely picked from 

one genre, it is possible that the results could have been more cohesive. 

For the purpose ofthis research, I assumed that the sentiment analysis of a movie 

would not change over time. However, opinions and sentiments are usually not stagnant. 

Thus, it could be the case that a movie which got a positive rating from the sentiment 

analysis of its tweets initially would get less positive or even negative ratings from the 

sentiment analysis of tweets from a few months later. 

Another issue was that I mined Twitter for tweets related to these movies with no 

geographical restrictions. This could be a problem, since a movie could have been widely 

acclaimed in one region but widely panned in another region. Averaging such mixed 

ratings would lead to fuzzy data which could prevent us from seeing correlations between 

the sentiment analysis ratings and the box office earnings. It would be better if there was 

a way to utilize geotagging for the tweets such that the sentiment analysis of tweets from 

a certain region would be compared to the box office earnings of the movie in that same 

regIOn. 

Another growing problem with using Twitter as a corpus to test theories is the 

emerging presence oftwitter bombs (Zuckerman 2012). The term twitter bomb or tweet 
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bomb (also spelled as one word) refers to posting numerous tweets ("spamming") with 

the same hashtags and other similar content from multiple accounts, with the goal of 

advertising a certain meme (be it a product or an idea), usually by filling people's Twitter 

feeds with the same message, and making it a "trending topic" on Twitter. 

Working with these datasets, I also encountered problems like polysemy and 

homographs which would cause problems with POS tagging. For example, the word 

"blue" is a polyseme since it could show up in data as the color or the feeling (i.e., feeling 

unhappy). Similarly, the word "light" is a polyseme it could mean illumination, the 

weight of an object, or the feeling (i.e., feeling happy or carefree). Homographs like 

"bear" which can be classified both as a noun (the animal) or a verb (to hold or support) 

would be a challenge for POS tagging. 

Another problem is distinguishing the name from the description. Some of my 

movies had words like "monsters", "despicable", and "war" in the titles. This would be a 

problem since these words would be deemed negative and would skew the ratings if they 

were used in the tweet as reference to the movie, rather than to describe the movie. 

Slang was another hindrance to parsing the tweets. For example, if a user 

described a movie as "80's bad" they would mean it was good, but the sentiment analysis 

tool would be unable to detect a positive sentiment from that phrase. Similarly, domain

specific terms could cause an incorrect analysis. For example, for tweets about World War 

Z, there are words like "zombie", "gore", "violence" and these are meant in a positive 

sense to praise the movie. However, due to these words having inherently negative 

connotations, the tweet is given a negative polarity. 
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Another challenge in parsing tweets for sentiment analysis (and other natural 

language processing tasks) is detecting sarcasm and subtlety. Computational models have 

a difficult time spotting irony in a sentence. This is a very difficult problem since it is 

even difficult for humans at times to detect sarcasm in a text, and notions of sarcasm 

differ cross-culturally. 
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