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Introduction

1. Theneed for local and parallel optimization

Although processor speeds have been increasing rapidly over the past decade, the
speed of memory has failed to keep pace. Memory is no longer fast enough to feed the
processor enough datato keep it constantly busy. As aresult, computations involving
large data sets find themselves being slowed down not by alack of processing power, but
by frequent accessing of items in main memory and in page fileson ahard disk. This
problem is especially prevalent in scientific computation involving iteration over an
iteration space containing a large array of initial datathat is used to compute successive
arrays of the same size, with each array being dependent on the values in the array
calculated before it for its own calculations. Consider an array A with 100 elements.
Each iteration of the loop will use three successive elements of A in order to calculate an
element to be put into array B, also of size 100. If the computers cache can only hold 50
array elements along with the program instructions, then eventually the program will be
reguired to access data from and write datato main memory, which is far slower than
accessing from cache. Specifically, if it kicks out one element of A from the cache every
time one element of B is calculated, the program will end up with the last 50 elements of
B in the cache after it has already finished computing B. This means, to sart
computation for the array computed by the next step of the outer loop, everything in the
cache will have to be cleared to make room for the elements at the beginning of B, which
will have to be accessed in main memory, and for the new elements computed for the B
in the next iteration. It’s easy to see that, if main memory access is significantly slower
than cache access, this computation of arrays will be slowed by the fact that datais
constantly being accessed from main memory. Larger arrays may not fit in main
memory, and will spill over onto the hard disk. Accessing data off a hard driveis far
slower than getting it out of cache, meaning that larger data sets will result in the
computation being slowed down dramatically, as the processor will constantly be waiting
for the appropriate datato be shuttled in off of the drive. The processor will outrace
available data, leaving it idle and inefficiently used.

For (1=1,100, I++)

{
For(J=1, 100, }++)

A[J =B[J Fig 1. Sampleloop code. Note that the array
For (J=1, 100,3++) A is used to compute anew array, stored
B[J = A[3+1] + A[J + A[}1] backintoA. Thisprocessisrepeated 100

} times.

One way to combat this inefficiency isto introduce parallel processors.
Performing the same computation above on an n processor parallel computer can
theoretically result in the computation being completed n times faster. The additional
processors provide not only extra computational power, but also their own caches, in the



case of distributed machines, or a specialized cache designed to support multiple
processors. Either way, more of the data remains in cache, and since each processor has
asmaller chunk of datato deal with, thereis less time spent accessing data from either
main memory or ahard disk, although as the data sets get larger access to slower memory
will result in an increasing drag on performance. Parallel computing also has its own
unique problems that can effect processor efficiency and computation time. The primary
cost associated with parallel computing is communication between the processors.
Parallel processing divides the data up among the processors, and each processor can
access only the data fromits calculations. The only way to get data from other
processors is by sending the data over the network, whether it isalocal Ethernet or the
wiring inside a specially designed parallel computer. In a Shared Memory Machine, the
cost is not so much the communication between processors as it is the extra memory
management that is needed when multiple processors can access the same address space.
SMM’s also don't work well with more than 8 processors, limiting their usefulness. Ina
computation where the calculation of certain pieces of data is dependent on the results of
other calculations performed on other pieces of data, it is often the case that the division
of the entire data set will result in the data one processor needs to complete its next batch
of calculations being located in the memory of a different processor. Hence, in a parallel
computing scheme, one processor may find itself sitting idle waiting to receive a piece of
information from another processor. Communication between processors tends to be
slow, even compared to accessing data from main memory, meaning that computations
which have data dependencies that involve very large chunks of data may not benefit at
all from parallel processing, as the communication overhead will offset the additional
processing power. A parallel computation with cross-processor data dependency can run
no faster than the slowest processor in the system if data is distributed evenly across all
processors, as the other processors will have to stay idle until the necessary data from the
slow processor is distributed, allowing the other processorsto continue with their
computation. It is possible distribute the data unevenly, known as load balancing, in
order to give faster processors more work and slower processors less work, though this
can be complex in many cases. Parallel processing will also generally require
communication between processors at the very beginning of the computation, to
distribute the data set, workloads, and any user input relevant to the calculation, as well at
the very end, when the results are gathered back on to one processor so they can be stored
or displayed. This communication overhead is not normally a cause for concern, because
the cogt is only incurred twice, growing with the data set size rather than being
proportional to the number of time steps in the problem. While applying parallel
processing to scientific calculations involving iteration over alarge set of data numerous
timeswill result in asignificant decrease in computation time, it still suffers slowdown
from some of the inefficiencies inherent in using single processors, as well asthe
additional work that must be done to make it possible to do the parallel computation and
il arrive at the same result as a single processor computation.

Several techniques have been developed to help reclaim lost processing time and
reduce overhead when doing parallel computing. The former falls into the category of
local optimizations, as they are designed to improve the individual processor performance
by increasing the reuse rate for datain the cache, thus reducing the number of times data
has to be accessed from slower memory. The latter are parallel optimizations, changing



the way the data and computation are divided up among the processors, and the
frequency and nature of inter-processor communication, with the goal of increasing the
amount of time each processor spends working, reducing idle time due to waiting for a
slower processor, and reducing the overall amount of time spent on communication and
other operations needed to make parallel processing possible such as data partitioning.
These two categories of optimization are not wholly separate, as many local
optimizations also change the order in which computations are done, sometimes resulting
in aparallelism in aproblem that originally didn't have any due to the nature of its data
dependencies. Local optimizations are primarily concerned with increasing data locality,
thereby making more efficient use of a single processor, and the more common
techniques were designed to be incorporated into compilers. Parallel optimizations seek
to partition and distribute data in such away asto allow processorsin parallel to run as
efficiently asif they were not part of a parallel machine. These optimizations can be
done by compilers over limited, well defined problem domains, though for
multicomputers they are more commonly done by hand.

2. Local Optimizations Overview

Local optimizations come in two distinct types, locality optimizations and classic
local optimizations. The local optimizations discussed herein are known as locality
optimizations, of which there are several kinds. Each type of locality optimization is
applicable to certain kinds of problems. Loop fusion involves the combining of nested
loops into a single loop that executes the statements from the original loop bodies. This
is useful in situations where two loops have the same limits and access the same data
from an array [Wolfe96]. Loop fission works in the opposite manner, taking single loops
and splitting them into multiple loops, improving data locality for loops that access
multiple arrays by turning them into loops that access only a couple arrays, allow those
arrays to have their data present in cache for the duration of the loop [Wolfe96]. Loop
interchange is a transformation in which the inner and outer loops of atightly nested loop
are exchanged. Thisloop transformation can result in decreased loop execution overhead
aswell as increased data locality [Wolfe96]. None of these methods of loop restructuring
involves changing the order of execution for specific iterations within a single loop,
which is the provenance of loop skewing. Inloop skewing, the order in which
computations take place in nested loops is changed by adjusting the loop limits. This
results in atransformed iteration space, maintaining the data dependencies of the initial
loops, as all loop transformations must do to be legal, but executing the specific iterations
of the original loop in a different order. This sort of transformation is used to allow for
loop interchange in loops where interchanging the loop asis would violate data
dependencies, and to create parallelism [Wolfe96]. The final major form of local
optimization for loops is known as loop tiling. When performed on a single loop, it is
called strip-mining, and involves taking the loop and turning it into two nested loops, the
outer of which steps between the “strips’. The inner loop executes each strip, which are a
specific portion of the iteration space. For instance, the outer loop may iterate between 1
and 5, meaning that each strip would constitute 1/5™ of the original iteration space. The
first strip may be iterations 1 to 10 of the original 1oop, the second strip 11 through 20,
and the fifth strip 41 to 50. Hence the iteration space is transformed from a single



straight line into a rectangle, with possibly a smaller strip at the very end if the original
number of iterations is not evenly divisible by the chosen number of stripsto use. Strip
mining helps create parallelism in single loops [Wolfe96]. Loop tiling on already nested
loops is more complex. In standard loop tiling, the iteration space of nested loops is
divided up into rectangles of equal size, and then the computations in each of the tilesare
executed, sarting with the tile in the lower left corner of the iteration space. The formula
for tiling a nested loop will discussed later. Through use of tiling, computations
involving the same elements of any array used for computation during the loop tend end
up grouped in tiles, and since all computations in atile are executed sequentially data
locality may be increased. Actual increases in locality will depend on the size of thetiles,
the size of the cache, and the nature of the computation’s data dependencies. Generally,
larger tileswill produce greater data locality. Tiling, just like strip mining can also create
parallelism depending on the problem it is applied to, dividing the iteration space into
segmentsthat can be executed on different processors [Wolfe96].

Classic local optimizations involve changes to code that attempt to decrease not
the cost of memory access, but the cost of the actual operations within the code. A loop
which uses some sum, x+y, during every calculation step will actually calculate x+y for
every pass through the loop. If x and y don't change during the loop, then it is possible to
calculate x+y before the loop begins, store the result in avariable, and use the variable
inside of the loop. Thisisknown as hoisting, and can be done for other operations,
including mods and divs, both of which are expensive to perform repeatedly. However,
hoisting div operations and division operations can be complicated because of the
possibility for divide by O errors. If aloop runsfrom 1 to n, and inside the loop isthe
division x/n, where x doesn't change, it would seem to be a good idea to hoist x/n outside
of the loop. But when n =0, the for loop will never run, and if x/n has been hoisted
outside the loop, there will be a divide by 0 error which would' ve have occurred if x/n
had not been hoisted. Hence, hoisting of operations involving division is generally not
done by compilers, and must rather be done by hand, although all that is really needed to
avoid errors are conditionals guarding hoisted expressions.

3. Parallel Optimizations Overview

Running code on a parallel computer has the potential to for an immense speed
increase over using a single serial processor. This speed increase comes in the form of
being able to run larger data sets on parallel computers in the same amount of time it
would take a single processor to run a smaller data set, in accordance with Gustafson's
law. Thus, the simplest form of parallel optimization is adding more processors. Of
course, not all programs can be parallelized, and not all programs will necessarily benefit
from additional processors. Given a fixed number of processors, there are several
methods of increasing processor efficiency, allowing the speedup to approach the
maximum allowable by Gustafson's law especially when working with arrays and
matrices [WA99]. When doing matrix multiplication in parallel with large matrices,
dividing the matrices into smaller sub-matrices can result in far more efficient processor
usage by allowing more processorsto be used during the multiplication and reducing the
time processors must wait for data from other processors [WA99]. Using recursive
division of these sub-matrices into even smaller matrices can lead to further performance



improvement, assuming more processors are made available for the computation.
Pipelining is a parallel communications scheme which attemptsto overlap
communication with computation by having each processor work on an entirely distinct
part of the same problem that is dependent on the results of an earlier part of the problem.
The first processor in the pipeline will start the start computation, achieve some sort of
partial result from computation on a small portion of the data set, and send this partial
result to the next processor in the pipeline [WA99]. This second processor will continue
the computation, while the first processor computes a partial result for the next portion of
the data set. The second processor may pass its result on to athird, and so on, with each
processor working on different data during and a different section of the problem, until
the final results are computed on the last processor in the pipeline. A Pipelining scheme
can also be implemented using two dimensions, so long as enough processors are
available, which makes it useful for matrix multiplication [WA99].

For solving systems of linear equations, a method known as red-black ordering
allows parallel computersto converge on a solution far faster than they could using
traditional Gaussian elimination or even the iterative method of Jacobi iterations [WA99].
For red-black ordering, the mesh that represents the solution space of the linear system is
divided up like a checkerboard with points alternately being labeled red or black. Each
point is then assigned to asingle processor, and all blacks' points are computed first, then
all the red points are computed. The data dependencies for solving a system of linear
equation using red black ordering allow all red points to be computed simultaneously,
and all black pointsto be computed simultaneously. If there aren't enough processors
available for each point to be placed on its own processor, the mesh can be colored red
and black not by points, but by region, resulting in multiple points per processor [WA99].

4. Other Optimizations

In addition to these standard optimization techniques for parallel computing, there
are other methods which combine some form of local optimization with parallel
optimizations, attempting to achieve even greater speedups. These include techniques
known as time skewing and hierarchical tiling. Time skewing [Won2000] is a form of
loop skewing combined with tiling for non-perfectly nested loops, that, when applied to
parallel processing, reduces the amount of time processors spend communicating with
one another, especially in an Ethernet based parallel computer where network bandwidth
islow and latency is high. Time skewing also improves data locality, resulting in better
data reuse and more efficient use of each individual processor. The overall effect isthe
transformation of the iteration space into side by side “barber pole strips’, with each strip
being computed by a different processor [Won2002]. Hierarchical tiling exploits
parallelism at every level of the memory hierarchy in a parallel computer by recursively
tiling a problem’ s iteration space. Each level of recursion corresponds to alevel of the
memory hierarchy, with the lowest level, and thus the innermost loops, containing the
actual computation statements [CFHAG95].

I. Local Optimization In-Depth



1. TheMemory Hierarchy

A standard, single, serial processor desktop computer has four levelsin its
memory hierarchy. The first level consists of the registers located on the processor itself.
It is fromthe
Hard Disk = 10GE registers that the
rest of the
BilGe ? : jprocessor gets

the datait needs
< to work on, and
M the results of
f I {h’ computations
1 Cache < ] are stored back
pey . into registers.
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Frocessor and Registers are located right
on the CPU near
the processing

Figure 2: Abstraction of the Memory Hierarchy. Relative sizes and distances eler_nents,

from processor. Thewidth of the gray striped arearepresents relative bandwidth ~ registers are the

between different parts of the hierarchy. fastest form of

memory
availableina

computer. Access to them is almost instantaneous. However, registers are also the most
expensive form of memory, as they have to be incorporated into the chip itself, so the use
of registers as the main form of memory in a computer isinfeasible in all modern
applications. It issimply too expensive to try and create a chip with enough registersto
run even avery simple program without access to any other form of memory. A current
Pentium 4 chip has only 32 registers, 8 each for 32, 64, 80, 128 bit values, for atotal
storage of capacity of 2432 bits, or 304 bytes[SY SP]. The cache isthe second layer of
memory, though it may split into layersitself. Generally, cache consists of a small
amount of fast RAM located somewhere on the CPU, though not as close to the
processing elements as the registers. On most chips there are two levels of cache
memory, the L1 and L2 caches. L1 isthe smaller and faster of the two. Again, using the
Pentium 4 as an example, its L1 cache isonly 8K, whileits L2 cache is 512K [SY SP.
This represents a significant increase in storage space over just registers alone and for
programs being run on very small data setsit may be enough memory to hold the entire
dataset. Of course, cache memory is slower than registers, though its transfer time is
measured in nano-seconds. This combination of great speed with decent size, when
compared to the size of the registers, is what makes cache one of the main targets of local
optimizations, along with register use, although register optimizations aren't discussed
here. It is also the properties of the next levels of the memory hierarchy that make
manipulating data in the cache desirable. RAM chips that plug into the motherboard
make up the third level of a computers memory. RAM, often referred to asmain
memory, can hold a substantially greater amount of data than cache, with some machines
coming with 1GB or more. Thisisenough memory to hold very large data sets, such as
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an array containing 10"8 64 bit floating point values. RAM is not nearly as fast as cache,
asthe data hasto travel over amuch greater distance, through the cache, in order to reach
the processor. However, the performance decrease that comes from storing datain RAM
is small compared with the slow-down caused by having to access data off of hard disks.
Though hard drives are huge, offering far more data storage than any of the other levels
of memory, they are the only form of memory that involves moving parts. The hard
drive' s mechanical nature results in much slower access to datathan is achieved by the
purely electronic access found in RAM, cache, and registers. When a piece of data is
needed the disk has to spin to the proper position and the arm has to move to the right
track, all of which is much slower than the electronics that comprise the other forms of
memory. A data set that doesn't fit into RAM will be put on disk in a virtual memory
page, and frequent access of data paged out to disk will result in poor program
performance.

Simply by looking at the nature of the memory hierarchy, it should be obvious
that it is desirable to keep data that will be needed by the processor in the near future as
close to the processor, in the lowest level of the memory hierarchy, as possible. Most
local optimizations techniques focus on keeping the right datain the cache, thereby
increasing data locality and the data reuse rate, and keeping the right pagesin RAM,
keeping hard disk accesses during computations on large data setsto aminimum. Since
parallel computers contain generally the same memory hierarchy as serial processors (and
some parallel computers are simply serial processors linked over a network), local
optimizations are useful for speeding up parallel applications. Additionally, many local
optimization techniques were designed to help uncover paralelism in loops that cannot
be parallelized as is, though that will be discussed later on. They are still considered
local optimizations because they can also be used to optimize code that will only be run
on one processor. Here, the focus is on the benefits of local optimizations for programs
running on a single processor.

Discussion of cache will generally refer to atheoretical cache of size C, where C
is the number of linesin the cache. Elements are brought into and kicked out of cache
one line at atime, as opposed to one element at atime. E isthe number of elements per
line of C, with an element here being a single 8 byte floating point value. Hence, the
total of number of elements that can be stored in a cache are C*E, and the cache' ssize in
bytesis 8*C*E.

2. Loop Fusion and Fission

Classic loop fusion can only be performed on loops with the same loop limits. By
taking multiple loop bodies and placing them in one loop, overhead for running the
additional loop is eliminated, and hopefully some measure of greater datalocality is
gained [Wolfe96] [AK2002]. Consider the codein figure 3. Inthe original program,
each element of array B isreferenced twice, and the distance between these references,
which is the number of elements in the array accessed between the first and second
reference, isN. For sufficiently large values of N, the entire arrays of A and B won't fit
into cache. This means that during the second loop, all the values at the beginning of B
that got kicked out of cache will have to be put back in cache from main memory for the
beginning of the loop. During the later iterations of the loop, the values of B that got



kicked out to make room for the values needed for the earlier For (I =1, N, [++)
iterations will have to be brought back in from main memory. {

For even larger values of N, parts of B will be paged out to the All] =B[1]+3
hard disk, making access to B in the second loop even slower.
Now examine the code on which loop fusion has been {
performed. Notice that no dependencies have been violated, so B[I] = C[I]
the results of the fused loop will be the same asthose produced  }

by the original problem. In thisfused code, the referencesto B
are sequential. Hence, each element of B need only be put in
cache once, where it is used by both statements withinthe loop, o =1, N, 1+4)

}
For (I =1, N, I++)

Before Loop Fusion

and then it can sent back to main memory or even hard disk {
and replaced with other data without sacrificing performance, A[l] = B[1]+3
since it won't be accessed again. [Wolfe96] [AK2002]. B[] =C[l]

The primary problem with loop fusion, and the reason it }
israrely incorporated into compilers, isthat it is just not
particularly useful by itself [Wolfe96]. In order to be fused,
loops must have the same number of iterations, and the
fusion must not result in the violation of data dependencies
between the loop bodies. This means that loops whose
number of iterations is known at compile time can be fused,
and loops whose bounds are given by the same symbolic

After Loop Fusion

Fig 3: Code before and after Loop
Fusion

For(l =1, N, 1++)
{

expression can also be fused, asin figure 3. Very few A[l] = B[I]+C[I]
programs have multiple loops that fit these criteria. D[I] = E[I]+F{1]
Additionally, the loop bodies of the fused loop must be of a G[I] = H[1]+Z[1]
very specific form in order for there to be any significant JI] = K[]+L[1]
performance gain from loop fusion. |f the fused loop doesn't ME']_: N{']fl[']
contain multiple references to the same array that were ZH _ (Tg[[”]:u[[l}
initially in different loops then there won't be any increase in V1] = W[I]+X[I]
the datareuse rate for datain the cache. Without this, the }

only possible performance gain from loop fusion comes from

having overhead for only one loop instead of two, but this Fig 4: Code before Loop
overhead is generally very small [Wolfe96]. Fission

Loop fission is the opposite of loop fusion [Wolfe96]
[AK2002]. Instead of combining two loops into one, fission splits a single loop into two
or more loops, again maintaining any data dependencies that were present in the original
loop. Where loop fusion is used to take similar array references in different loops and
move them into same loop, reducing the number of times the datain the arrays hasto be
moved in and out of cache, loop fission is used to take single loops that contains
references to numerous arrays and split it into loops that contain fewer array references
[Wolfe96]. Toillustrate the logic behind the use of loop fission, consider a single loop
whose body consists of eight lines with each line making reference to an element in three
distinct arrays. Assuming that when accessing an array element | the memory system
brings E elements of the array being referenced into cache, this loop structure will result
in the constant shuffling of portions of the different arrays in and out of cache if the
caches capacity for whatever datatype is actually stored in the arrays size is less than
E*24, that is, if the cache has fewer than 24 lines. The smaller the cache size C, or the



greater the size of E, the slower the loop will run. By applying loop fission, cache use,
and therefore running time, can be improved. When each line is placed into a separate
loop the cache is only required to hold E* 3 elements, and depending on the size of the
individual arrays, could perhaps hold the entirety of all 3 arrays for the duration of the
loop [Wolfe96] [AK2002]. Hence, the individual loops will require a minimum number
of accesses to main memory or pages on hard disk. 1nthe example above, none of the
lines in the original loop are dependent on any of the other lines, making loop fission
obvious and easy. However, it is still possible to split aloop even when there are some
dependencies among the lines in the original loop. In these cases, two or more lines of
the original loop may remain in the same loop in order to maintain data dependencies
[Wolfe96]. Loop fission can also be used to create opportunities for the use of loop
fusion. If two loops each contain lines with multiple array references but cannot be fused
due to data dependencies of only certain lines in each loop, it may be possible to fission
these loops in such away that the fusible lines of the loops are separated from the non-
fusible lines, thus allowing the fusion to be performed while still preserving data
dependencies [AK2002].

3. Interchanging and Skewing

There are many cases where it can be beneficial to exchange the inner and outer
loops in atightly nested loop. Loop interchange is referred to as one of the most useful
loop optimization techniques, for increasing both serial and parallel program performance
[AK2002]. The main benefits for programs run on a single processor come from reduced
loop overhead in loops where the inner loop was originally much shorter than the outer

Fig 5: Code before and loop, and from changes to the order in which the loop accesses
after Loop Interchange certain elements from memory [AK2002]. Inthe simple
For(J=1, 2N, 3++) example of Ioo_p intgrchange infigure 5, the inner loop is

For(l = 1, N, 1++) changed from iterating over |, and thus over all the elements of
Al =A[I] +J J, to iterating over the numbers that are added to asingle

element of A. Theincrease in data locality isobvious. Inthe
Before Loop Interchange original loop, each iteration of the inner loop accessed a

For(l = 1, N, 1+4) different element A. Given a large enough A, by the time the

For(=1, 2N, J++) end of the inner loop is reached, the elements at the beginning
A[l] = A[I]+J of A would' ve been moved either back into main memory or
into a page on disk. These elements then have to be brought
After Loop Interchange back into the cache for the second iteration of the outer loop.

This process is repeated for all iterations of the outer loop.
Given acache of size C and an array A of size S> N, the number of times data will have
to brought in from outside the cache will be about 2* (S/C)*N*N, when S/C > 1 (since if
the entire array fits in cache, there will be O accesses to higher levels of the memory
hierarchy after the first iteration) [AK2002]. By simply interchanging the two loops,
this number decreasesto just S/C, since the inner loop completes all the operations that
will done to a specific element of A within the whole loop before the outer loop moves
on to the next element. Hence, one accessto A[l] will be all that is needed. Data will
only have to be accessed from outside the cache every C iterations of the outer loop. The
entire cache will be replaced every N/C elements. Note also that the whole loop is now



easily parallelizable, as no iteration of the new outer loop depends on any other iteration
of the outer loop. With | processors, each processor can be assigned one iteration of the
outer loop [Wolfe96]. Thiswill be discussed further later .
The other local optimization benefit of loop interchange, reduced overhead,
comes when the inner loop has far less iteration than the outer loop. If the inner loop has
For(I=1,N,1++4) N iterations, and the outer loop has 2N iterations, then
For(3=1N,J++) the startup overhead for the inner loop will be
A(,J) = A(-1,)+A(1,31) incurred 2N times in the original loop. With loop
interchange, the outer loop now only has N iterations,
Fig 6: Code before L oop Skewing meaning that the startup cost for the inner loop is
incurred only N times, a savings of half the overhead
from the original loop [Wolfe96] [AK2002].
Sometimes loops have data dependencies that prohibit performing optimizations
such as loop interchange, and often these
dependencies also prevent parallelism.
Loop skewing was devised as away to Q‘Q’@W’@’@
rearrange a loops iteration space,
creating parallelism where none was QW @W
present and sometimes increasing data
locality through the reduction of the I
reuse distances for the data the loop uses
[Wolfe96] [AK2002]. The standard
method for loop skewing involves a
series of moderately complex
calculationsthat create new loop indexes
which adjust the iteration space in such a

way that the data dependencies that J =
originally prevented loop interchange no
longer do so. Thisisaccomplished by
adding the outer loop index to the inner
loop index, so the iterations from the
original loop are executed in adiagonal pattern that preserves data dependencies while
changing the position of the nodes in the iteration space. Iteration (2,1) for a given loop
may be executed at (3,2) in the skewed loop [Wolfe96]. Consider the code given in
figure 6. Each node of the iteration space graph for this loop is dependent on the node
directly below it and the node to the left of it. Thereisno apparent parallelism in the
loops, and datareuse is poor. The first pass through the outer loop will calculate all the
values needed for the computation during the second pass through the outer loop, but by
the time the second pass starts the previously calculated values that are now needed again
may have been sent out to main memory to make room for the elements with higher J
indexes that were needed later in the first pass. This pattern repeats for every pass
through outer loop. Notethat dueto the nature of the data dependencies in this loop,
once the inner loop has done the first calculation on the first pass through the outer loop,
it becomes possible to compute both the second value for the first pass through the inner
loop and the second value for the first pass through the outer loop. Loop skewing takes
advantage of this by doing these calculations once their data dependencies have been

Fig 7. Unskewed Iteration Space Graph. Each node
islabeled with it's corresponding Jand | values
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filled, resulting in an increase in data locality for small problem sizes. However, that as
loop skewing proceeds further into the I SG, the data reuse distance startsto increase, to
the point that the calculation of nodes in the tallest columns don't benefit at all from loop
skewing locality optimization.
Later, a skewing and tiling
technique will be discussed that
does result in an across the

board reduction in data-reuse
distance and an increase in

locality. Loop skewing does
create parallelism, though, as |
nodes in the same column of

the skewed can be executed at

the same time, and loop
interchange is permitted since

it no longer matters whether

node (1,J+1) or (1+1,J) is

executed first [Wolfe96].

One of loop skewing's
main flaws is that, of all the local optimizations discussed so far, it is the only one where
the transformed loop has more integer operations than the original loop. A skewed loop
may have 4 or 5 more addition and subtraction operations, depending on the number of
array references in the loop body, as well as both a min and a max operation, each of
which requires two comparisons. Although these operations don't take al that much
extratime, the cost can be significant when dealing with short loops, where all the data fit
into cache without loop skewing. And while loop skewing obviously works well for
simple, two point stencils, it has been found to be not quite as useful in the optimization
of more complex calculations. Empirical studies by Wolf and Lam have found that loop
skewing isn't useful for avariety of problems[WL91]. The actual calculations of the
new loop indexes for loop skewing aren't really a problem, since they can be automated
in acompiler.

Fig 8 Skewed Iteration Space Graph. All nodesin the same
column can be executed in paralld.

4. Strip Mining and Tiling

Strip mining is avery simple loop transformation technique, for use with single
loops [Wolfe96]. The loop isturned into a nested loop, with the outer loop stepping
between “strips” while the inner loop does the calculations for each individual strip. By
itself, strip mining doesn't result in performance gains on non-vector machines. When

For | =loto hi

For Tile = floor((lo-tileoffset) / tilesize)*tilesizettil eoffset to floor((hi-tileoffset)/tilesize)* tilesizettil eoffset by tilesize
For Iteration = max(lo,Tile) to min(hi, Tilettilesize-1)

Fig 9: General Formulafor Loop Tiling [Wolfe96]

applied to already nested loops, however, it can be used to increase data locality
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through loop tiling, also know as blocking. Loop tiling divides the iteration space into
rectangle shaped sections, or tiles, consisting of related calculations. The calculationsin
one tile are executed before the calculations in the next tile [Wolfe96].

For(:=1,M,3++) There isageneral formula
For(l = 1, N,I++) for loop tiling, which allowsiit to
Al)=A() +B(l,J) be included in compilers rather

Before Tiling than done as a hand-optimization
[Wolfe96] [AK2002]. This

Tile offset = 0, TileSize= S formula makes use of atile size,
which is the number of iterations

For(l = floor(1/S)* S,floor(N/S)*S,1+9) contained in each tile, and atile

For(=1,M,3++)

For(lte = max(L1),min(N,1+S-1) lte++) offset which specifies the size of

A(lte)=A(Ite)+B(lte,) the initial tile, and thus how far
After tiling every other tile is offset from the
origin. When applied to asingle
Fig 10: Code before and after Tiling. Tilesare off size S, loop the results are very similar to
and use an offset of 0 that of strip-mining, since the

iteration space being tiled is only
one dimensional. Applying tiling to nested loops involves applying the general formula
to either the inner or outer loops of the nest loop, or two both, and then performing loop
interchange so that any of the tile loops (the outer loop in the formula) end up as the outer
loops and the iteration loops end up asthe inner loops [Wolfe96] [AK2002]. Tiling the
inner loop of the code in figure 10, then exchanging the tile loop outwards will result in
the iteration space being divided into tiles whose boundaries run parallel to J. That is,
within each tile only a portion of the N iterations called for in the I loop will be executed
while all M iterations of the Jloop will be executed for each value of I. The portion of
the N iterations of | that will be executed will be the tile size.

In the untiled version of this code, every element of A will be accessed, in order,
on every pass through the outer loop, along with every element in the Jth row of B. If the
cache isn't large enough to hold all of A and one row of B, then there will be cache
misses and data will have to be brought in from main memory. Given acache of sizeC
lines, where each line holds E elements of an array, and assuming that at the outset of the
algorithm there are no elements from A or B in the cache, there will be a cache misson A
every E iterations of the inner loop, starting with the first accessto A. The sameistrue
for accessesto B. If the cache can't hold all of A and arow of B, and isusing a least-
recently used policy, or most any other policy, then every pass through the outer loop will
incur the maximum number of misses. The elements at the beginning of A will have
been kicked out of the cache to make room for the later elements needed by the end of the
previous iteration. Asthe lines at the beginning of A are brought back in, they will
replace lines from the middle of A, meaning that once the middle of A is needed again,
they will also have to be brought back in, replacing the elements at the end of A, resulting
in those having to brought back into cache later too. At the same time, an entirely new
row of B will be brought into cache. Theresult isthat not asingle line that is in the cache
at the end of an iteration of the outer loop will be reused in the next iteration. Thus, there
will be (N*M)/E misses on A and (N*M)/E misses on B, resulting in atotal of 2NM/E
cache misses for the untiled code [AK2002].
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Once the codeistiled, the cache miss

(e) (12) rate decreases dramatically. Accessto B will

still result in (N*M)/E misses since none of

@ @ @ @ @ the elements of B are reused during the inner
two loops, and at the end of the tile loop the

@ @ elements of B in cache will be B(X,Y). These
two sets will always be disjoint if C isnot

@ @ @ @ @ @ large enough to contain all of B. Accessto A,

(2) (%) however, will have fewer misses than it did in

the untiled code [AK2002]. Notethat inthe

SRORD) ) G &) tiled code, instead of accessing each element
Jes of A in order once for every single iteration

Fig 11: Iteration Space Graph for untiled code. th.r ough J, S elements of A are used fepeatedly
Each n'odereprwts one calculation. Nodes  With all values of J before they are discarded
are labeled in the order they are executed for the next group of elementsfrom A. If the

value of Sisset so that S elements of A can fit

into the cache, and not be replaced by any

lines of B during a single iteration of thetile
loop, then a miss on A will occur once every

M*E accessesto A, rather than once every E
@ @ @ accesses. This happens because the same

values of A remain in cache and are reused M
@ @ times during one iteration of the tile loop,

being replaced only when the next iteration of
@ @ @ @ @ @ thetile loop starts. Thetotal number of

@ @ @ @ iterations for the entire loop must till be

N*M, otherwise the transformation wouldn't

@ @ @ @ @ @ @ @ be legal, so thetotal nur_nbe_r Qf misseson A is

now (N*M)/(M*E), whichisjust N/E. The
J = total number of misses for the tiled code is

Fig 12: Tiled Iteration Space Graph. Notethat  then (N/E)+(NM/E) = (N+NM)/E [AK2002].

each tile only accesses two elements of A. Notethat as M increases, the value of N/E
becomes less significant, meaning that the

number of misses approaches NM/E for sufficiently large M. Thisis half the miss rate of

the untiled code, representing a significant increase in performance [AK2002].

For this code, tiling the Jloop and leaving the | loop alone does not result in the
same sort of performance boost astiling the | loop. Wheretiling the | loop resulted in
tiles whose boundaries ran parallel to Jin iteration space, tiling the Jloop resultsin
boundaries that run parallel to I, which is essentially the same as not tiling the loop at all.
Tiling both loops at the same time, with the | loop tiled with size S and the J loop tiled
with size T, will be the same as only tiling the | loop if the | loop'stile loop is made the
outermost loop. If the Jloop'stile loop is made the outermost loop, then a miss will be
incurred on A every T iterations of the inner loop, and thiswill occur N/Stimes, for a
total of (M/T)*(N/S))/E misseson A [AK2002]. Again, Sand T are limited by the size
of the cache, with the maximum of each being C*E -1. Of coursg, if one of thetile sizes
is the maximum, the other will have to be the minimum. Notethat if both Sand T are 1,

13



the number of misses is the same as for untiled code, sincetiles of size 1 are the same as
no tiles at all on asingle processor. The number of misses on B isthe same. For this
particular piece of code, tiling both loops doesn't have any particular benefits, although
tiling both loops of a nested loop will result in performance increases for loops with data
accesses to multiple matrices [Wolfe96] [AK2002].

There are other methods of tiling an iteration space in addition to applying the
general tiling formula, whose tile boundaries are always orthogonal to the original
iteration space. The simplest of these is just a combination of tiling and loop skewing
[Wolfe96]. Remember that in order for tiling to work, loop interchange must possible in
the nested loop being tiled, otherwise it won't be possible to make the tile loop the
outermost loop, and that one way to create opportunities for loop interchange is to apply
loop skewing. Skewing and tiling can result in alarge decrease in the number of cache
misses incurred by aloop that was non-interchangeable before loop skewing by allowing
the loop to take advantage of the performance benefits of tiling [Wolfe96]. Obliquetiling
allows for tiles with boundaries that aren't parallel to the boundaries of the iteration space
graph for aloop [ABRY 2001]. When applied correctly, it can lead to a greater increase
in data locality and performance than general tiling. However, oblique tiling is very hard
to incorporate into acompiler due to nature of the tile boundaries. It also requires more
code in order to enforce the more complex tile boundaries, and more code resultsin
slower programs [ABRY 2001]. In“Optimal Semi-Oblique Tiling”, Rajopadhye
proposes constraining oblique tiling to having only one tile boundary that is not parallel
to an iteration space boundary. This produces a system of tiling that is useful for parallel
computing [ABRY 2001].

Hierarchical tiling is another tiling method designed to speed-up parallel
computations [CFHAG95]. Thetilesin hierarchical tiling are produced recursively, with
each recursive division corresponding to a different level in the memory hierarchy of the
machine the code is being executed on. The iteration space of the original loop
corresponds to the machine as awhole, the first recursive division is for main memory for
each of the machines parallel processors, the second recursive division is for the cache of
each processor, and so on down to the smallest element of memory in the machines
memory hierarchy that can be manipulated. Each recursive tiling constitutes a general
tiling of the iteration space at the level of memory being tiled. Hence, the tiles for main
memory are created by tiling the original iteration space, while the tiles for cache are
created by tiling each of the main memory tiles. For the lower levels of the tiling, the
tilesare “piled”, so that when one main memory tile isitself tiled, all those tiles will be
fed to the same cache, one after the other, asif they were piled on top of one another
[CFHAG95]. The executions of the actual computations in a hierarchical tiling occur in
thetiling at the lowest level, generally the register tiles. At this level, the code employs a
variable to hold each value that will be needed to complete the computations within the
register tile, thus controlling register use. The actual tiles needed for a specific problem
depend on the problem size. If the amount of data being worked with fits into the cache,
then there is no need for the main memory tiles[CFHAG95].

By tiling the iteration space in away the corresponds the architecture of the target
machine, hierarchical tiling attempts to take advantage of parallelism available within the
memory hierarchy, moving datain and out of the higher levels of the memory hierarchy
while computation is being performed on the register tiles. Although designed for
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parallel computing, hierarchical tiling
For (':1,26:&)1 M 3e) can be used on single processor
T computations. In the case of one
A =CACLHAD + AGD) processor, the main memory tiles can't
be distributed, since there are no other
Fig 13: Code before Hierarchical Tiling processors to distribute them to.
Instead, they are executed like the
cachettiles, piled and passed down through the memory hierarchy. Carter demonstrated a
70% decrease in running time for the simple loop in figure 13 using hierarchical tiling
[CFHAG95]. Running the original code on a single processor with a cache of size C line,
each holding E elements, will result in NM/E misses. Using hierarchical tiling will result
in fewer misses, and less time spent waiting for data to be brought in from higher levels
of the memory hierarchy [CFHAG95].

5. Time Skewing

Thetiling techniques described so far are applicable to code with perfectly nested
loops. For code without such loops, Wonnacott has developed a combination of loop
skewing and tiling known as time skewing [Won2000]. Like all other tiling methods, the
purpose of time skewing isto improve performance through an increase in data locality,
thus keeping processor from spending time idle while waiting for datato be fetched from
main memory or disk. Time skewing was devised as an optimization for both
uniprocessors and parallel processors, with the only difference between the two being the
changes made to allow communication between processors [Won2002]. Here, the single
processor application of time skewing will be examined.

Recall the first example of inefficient cache and processor use. It involved
calculating anew array using only elementsin an old array, and then using the elements
inthat new array to calculate the elements in anewer array. No elements calculation is
ever dependent on data in the same array asitself. An obvious application of this sort of
code isin simulation that

needs to be drawn out over '{:Or(l_l’T’|++)

anumber of time steps, For(J=0, N-1,3++)

with the result at each time Old[J] = Current[J]

step dependent on what the For(J=1,N-2,J++)

previous time step looked Current[J] = 0.25* (Old[J1]+2*Old[J] + Old[}+1]
like. Thistype of code will J

have numerous cache

Fig 14: Three point stencil before Time Skewing. This stencil

misses, as each pass will bethe basis of al Time Skewing code tested herein

through the outermost loop
requires 2(N-1)/E misses on the first inner for loop as the data is copied, and another
2(N-2)/E misses in the calculation loop, an equal number for accesses to Current and Old
arrays, for atotal of (4ANT-6T)/E misses. Thisisextraordinarily inefficient code. Note
that during a single pass through the outer loop, al the elements in both arrays are
accessed twice, once in each inner for loop, rather than making use of the elements for
calculation as they are accessed for copying. It might be possible to fix this inefficiency
by tiling, but the only loop here that can be properly tiled is the outer most loop, which
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controls the time step. Simply tiling the time step loop won't result in any changes in the
actual execution of the calculations in the program, and will only serve to add some extra
line to the code, resulting in a slight decrease performance. Time skewing remedies this
by both tiling the outer loop and skewing the inner loops, resulting in anew order of
execution for the calculations in the second for loop and a different storage mapping for
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Fig 15: Non-time skewed three point stencil 1SG.
Nodes are labeled by order of execution.

Fig 16: Time Skewed Iteration Space Graph. Note
the new execution order of the nodes, and tile
boundaries which are created relative to an
unskewed iteration space.

values used during the calculations
within each tile that allow them to remain
in cache, resulting in fewer cache misses
and a constant stream of data for the
processor to work with.

In the original version of the
code, each element of Current is
calculated in order, from 1 to N-2, using
the appropriate values from the Old
array. After Current is calculated, it is
copied back into Old, anew Current is
computed, again in order. This happens
once for each pass through the outer
loop, and no calculation is ever

performed out of time order. That is, the
Current and time step x is completely
calculated before any calculations are
performed for the Current at time step
x+1. Time skewing transforms the inner
loops in such a manner that, if performed
without tiling the outer loop, a new value
for any time step will be calculated as
soon as all the data dependencies for that
value at that time step have been
fulfilled. So Current[i] at time step x+1
is calculated just as soon as the
calculations for Current[i-1],Current][i],
and Current[i+1] have been finished for
time step X. Also notethat the first and
last element of Current array is stable,
that is neither is changed at any point in

the running of the given code. So given
a6 element array and 2 time steps, once
Current[1] and Current[2] have been
calculated in the first time step,
Current[1] will be calculated for the

second time step, hence the name, time skewing [Won2000].

Thisis accomplished by rewriting the inner loops in single assignment style and
skewing them to change the iteration order, in this case turning the Current array into a
two-dimensional matrix, with the new dimension representing time steps. So Current[x]
at time step t becomes Current[t][x], and OId[x] being used for the calculation of
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Current[x] at time step t becomes Current[t-1][x] [Won2002]. The result is perfectly
nested loops. The outer loop can then be tiled. However, unlike skewing and general
tiling, time skewing does not tile the skewed iteration space. Instead, it tiles the original
iteration space, with the order of calculations being skewed within each tile. Calculations
will proceed in awave like pattern, with each wave being represented by a one node wide
diagonal section of the iteration space, extending from the upper left corner of the graph,
representing high elements of the Current array at lower time steps, to the lower right of
the graph, lower elements of the Current array at later time steps [Won2002]. The
maximum number of elements that that need to be in cache in order for the next wave in
the time skewed code to be calculated without having to access data from outside the
cacheis2N. Thisisactually greater than the maximum number of elements needed by
the original code, which was just N, because there is less overlap between the data
dependencies of the values being calculated. This would seem to be inefficient, but this
situation only occurs when the number of time steps to be calculated is equal to or greater
than the number of elements being worked with, that is, only when T >= N. If the entire
iteration space were left as one big tile, and 2N elements could not fit into cache, then
time skewing would have worse locality than the original code. Thetiling in time
skewing is of the outermost loop, the time step loop, meaning that the tile boundaries are
perpendicular to the time step axis of the iteration space. It divides up the iteration space
into time subsections, and since all calculations in onetile are finished before the next tile
is started each tile can be treated as if it were its own iteration space. Note that a the end
of each tile, the column y of Current, wherey is the size of each tile multiplied by the
number of tiles already computed, will contain all the data that would' ve been contained
in Current at the end of time step y. This means that instead of being 2N, the number of
values needed in cache is reduced to 2S+1, where S is the number of time steps, or size,
of each tile [Won2000]. These 2S+1 values are kept in cache using a special array of size
25+1 and a storage mapping which maintains all live values within this array, making
sure that they can be accessed at the appropriate time. With the knowledge of the fixed
number of values that are needed to be live within atile, combined with the fact that each
new live value will be calculated from old live values, rather than having to brought in
from main memory or disk, it is possible to achieve high level of data locality in time
skewed code, and therefore immense increases in system performance [Won2002] .

The number of cache misses for the original code was approximately (4ANT-6T)/E.
Consider the same example, only time skewed with atile size of S. Assuming the Sis
picked so that 2S elements can fit into cache, the time skewed code will only miss N/E
times per tile, since the calculations after the first time step column within the tile will be
performed with values that are already in cache, have been calculated recently. The
number of tilesin the iteration space is T/S, so the number of total misses for time
skewed code is NT/SE [Won2002].

The time skewed code not only has fewer cache misses the original code, but it
also exhibits scalable locality. The average locality of a computation is the number of
floating point operations that can be executed for every floating point value that is either
brought into or removed from the cache. Scalable locality is exhibited in a computation
when the average locality of the computation can be made to increase by increasing the
number of calculations done, in other words, increasing the problem size, without
needing a larger cache to go along with an increase in the amount of data being worked
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#define s2(t,i) Current[t+i][i]=0.25* (Current[t][i-1]+2* Current[t][i]+Current[t][i+1]

for(t2=0,t2<=T-1div 8§, t2++)
for(t3 = 8*t2+1, t3 <= min(N+8*t2+5,N+T-3), t3++)
for(t4 = max(-N+t3-8*t2+2,0), t4<=min(T-8*t2-1, t3-8*12-1,7), t4++)
S2(t4+8*2,t3-14+-8*12)
Fig 17: Time Skewed code for the three point stencil from fig 14 [Won2000]

with [Won2002]. That the time skewed code exhibits greater average locality over the
original code is plainly seen, since they both do the same number of computations while
the time skewed code does far less shuffling of data into and out of cache. To see that
time skewed code also has scalable locality, increase the problem size. First note that
increasing the number of elements being worked with doesn't change the tile widths, only
thetile height. Since the number of values needed in cache, 25+1, was dependent on tile
width, the size of cache needed for the increased problem size doesn't change. The
number of operations performed within each tile increases by B* S, where B isthe
number of new elements added to the data set, but the values written into and out of
cache at the edge of each tile increases only by B. Increasing the number of time steps T
in the problem, allows for larger tiles. Astile size isincreased, the number of tiles
decreases while the number of calculations within each tile grows. Since cache misses
occur only during the reading and writing and the front and back end of each tile, fewer
tiles means fewer misses, and a higher cache hit rate. This hold true so long as the 25+1
array used to hold live values within each tile fits into cache. Hence, the time skewed
code exhibits scalable locality [Won2000].

Since the purpose of increasing data locality is to decrease the amount of time the
processor spends idle while waiting for elements to be brought into the cache from main
memory or disk, it is useful to examine not only the cache miss rate of a given piece of
code, but also how efficient it is at feeding datato the processor. Let D be the number of
bytes of floating point data generated per iteration, and O the number of operations per
iteration, in the case of the example code, 4. If aprocessor performs at C Mflops, and the
bandwidth between main memory and the cache is B Mbytes, then the number of reads
and writes performed in main memory during a single iteration will be 2DN, which will
require 2DN/B microseconds to complete. To execute the calculationsin asingletile
will require ONS/C microseconds. CPU utilization will be (ONS/C)/(2DN/B) =
OBS/2CD [Won2000]. By setting S so that ONS/C is greater than 2DN/B, time skewed
code can achieve extremely high processor utilization. Of course, Sis still limited by
cache size, although because time skewing only needsto store about 2S+1 elementsin
cache at any one time [Won2002] Consider a processor capable of 1000 Mflops with
1500 MB/sec of memory bandwidth, not uncommon values for a standard desktop today,
working with 8 byte values. The CPU will be utilized 4* 1500* S/2* 1000* 8 = .375*S.
Even with tiles of size 3, which should easily fit in cache, time skewing can theoretically
achieve 100% CPU efficiency on this machine. Compare this with the execution of the
non-time skewed code, where the calculations for one time step are ON/C, the same as
for atilesize of 1. Inthiscase, CPU utilization will be OB/2DC, which for the sample
machine yields a processor usage of 4* 1500/2* 1000* 8 = .375.

6. Some conclusions
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The use of proper local optimizations can result in increased locality for both
perfectly nested and non-perfectly nested loops. The general tiling formulais useful for
perfectly nested loops, in the best case halving the number of cache missesin agiven
computation, although tiled perfectly nested loops do not demonstrate scalable locality.
Time skewing can be applied to non-perfectly nested loops, and resultsin asimilarly
dramatic decrease in the cache miss rate and scalable locality, allowing processorsto run
without having to wait for datato be fetched from higher levels of the memory hierarchy
even as the problem size isincreased. Local optimizations allow for distinct performance
increases over non-optimized code.

[11. Parallel Optimizations
1. Parallel Computing Speedup

A seemingly simple way of speeding up a computation isto just apply more
processors to the computation. Doing the same number of calculations with 8 processors
ought to complete all of the computation 8 times as fast. And in fact, thiswould be true
if all the processors were being run independently with the same program executed with
different data sets. However, this would require that there be no data dependencies
between any of the data sets on different processors, that each data set is input by the user
onto the correct machine before the computation is started, and that after the computation
is finished, the results are collected off of each machine and compiled by the user. In this
case, the computation may be done with incredible efficiency, but the setup and
completion will be anywhere from time-consuming to impossible. In practice, parallel
computing needs to have communication between each of the processorsin order to
distribute the data, collect the data, and most importantly, satisfy data dependencies
between portions of the data on different processors. It isthis communication which
results in parallel processing not permitting a speedup of the computation exactly in line
with the number of additional processors being applied to a problem. 8 processors do not
mean the computation will finish 8 times faster.

According to Amdahl’ s law, the maximum speedup over a non-parallel version of
the same code that can be obtained using n processorsis, at most, n/ (1+(n-1)f, wheref is
the fraction of total computation that cannot be parallelized [WA99]. If 10% of a
computation cannot be parallelized, then running it with 20 processors will allow a
maximum speedup of 20/2.9 = 6.89. This means that 20 processors will allow the
computation to be completed 7 times faster. Asthe number of processors applied to a
problem approaches infinity Amdahl’ s law provides an upper bound on the speedup for a
specific computation, 1/f. So for a computation whose serial section makes up only 1%
of itstotal running time, the maximum attainable speedup will be /.01 = 100. Thisis not
the most promising result for parallel computing, since it seemsto statethat there isan
absolute upper limit to the usefulness of parallel processors, and that building a 1024
processor parallel computer would mostly be a waste of time since a speedup that large
could only be obtained with code that a serial section that was 0.1% of the original code.
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Gustafson took a different approach to measuring speedup. Instead of trying to
perform the same computation on the same size data set, only faster, Gustafson decided
to run the same computation on a larger data set, and then measure just how large a data
set could be used before the parallel code' s computation time equaled the serial's
computation time on the original data set. Thus, instead of racing the serial and parallel
code on the same data and seeing how much faster the parallel code finished, Gustafson
ran them both for the same amount of time and measured how much more data the
parallel code could crunch. Thus, in Gustafson's law speedup is equal to n+(1-n)s, where
sisthe fraction of the serial code that can't be parallelized and n is the number of
processors [WA99]. Now, with code that is 10% non-parallelizable and 20 processors,
the speedup is 18.1, and parallel processing seems infinitely more useful than it did when
its effects on performance were measured with Amdahl' s law.

2. Typesof Parallel Machines

There are two main types of parallel computer. Thefirst is known as a Shared
Memory Multiprocessor System, or Shared Memory machine. Thisis a specially
designed parallel computer in which multiple processors are connected together inside
one physical box. The machine has one memory address space, which includes virtual
memory, just like aregular single processor machine. This address space is shared by all
of the processors, so that any processor can access any piece of memory. The advantage
of a Shared Memory machine is that, since all the processors are physically near each
other, as well as near the memory, communication between the processors and between
processors and memory is very fast. And since all the processors have accessto the
memory of the whole machine there is no need for large amounts of datato be transferred
between processors, reducing the amount of communication needed overall. However,
managing the memory of a Shared Memory machine so the each processor can quickly
access elements of memory without having to worry about those elements being outdated
due to calculations that are being done on other processor requires immense effort in the
hardware design, and the frequent memory management does slow down the system
somewhat. This memory management, along with the hardware required to interconnect
numerous processors to each other and to memory within a fairly small space while
keeping the whole machine from overheating means that Shared Memory machines tend
to be fairly expensive, with price escalating as the number of processors increases.
However, they are the fastest type of parallel computers when a computation requires a
large amount of interprocessor communication [WA99].

The second kind of parallel computer is a Message Passing Multicomputer
otherwise known as a Distributed Memory Multiprocessor or distributed parallel
computer. Instead of using a specially designed computer with multiple processors,
distributed computing links together single processor computers through a network,
generally an Ethernet [WA99]. Inanormal multicomputer each processor has access
only to its own memory, the same as when it' s running on its own, not linked to other
processors. All communication is done through messages passed over the network from
one processor to another. Processors that need data located in another processors
memory, whether that datais the program to be executed or datato be calculated on, have
to receive a copy of the data from that processor over the network. This makes
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distributed computing generally slower than Shared Memory machines, since a lot of
time must be spent on communication between processors, and processors may spend a
lot of time idle waiting for datathey need to continue computation to be sent to them,
especially if the need is for alarge amount of data. Multicomputers are also harder to
program for, since the programmer usually writes explicit instructions for inter-processor
communication, designating what data gets sent from where to where at what time, while
with a Shared Memory machine this is handled by the hardware and operating system. It
is possible to have a compiler handle communication commands for a Multicomputer, but
multicomputers are not normally programmed this way. The redeeming qualities of
multicomputers are that they are cheaper, easier to build, and easier to add more
processors too, and require no special management of each processors since N0 Processor
has access to any other processors address space [WA99]. Because a multicomputer is
just a collection of normal, single processor computers that can be bought a any
electronics store connected over a network with standard Ethernet hardware, and run
using special software that can often be obtained freely under the GNU license,
multicomputers are much more affordable than shared memory machines. Adding
another processor to a multicomputer requires only hooking up another computer to the
network. Since multicomputers are more easily attainable then Shared Memory
machines, and also have more issues with slowdown due to inter-processor
communication, parallel optimizations that discuss increasing the computation to
communication ratio are most important for use on multicomputers.

3. Network Topology

Another important factor in the performance of a parallel computer, besides the
physical nature of the hardware being used, is the networks topology, or how its
processors are connected. When a message is passed from one processor to another,
whether it be on a SMM or a multicomputer, that message needs to have a path it can
follow to get from the originating processor to the destination processor. In most
SMM's, the network is completely connected, meaning that every processor has a direct
link to every other processor in the machine, expediting communication. This sort of
arrangement is not as feasible for a multicomputer with numerous processors. Instead,
messages may have to be relayed from processor to processor before reaching their
destinations. Just how many processors a message may have to go through to get where
it' s going depends on how the processors are connected [WA99].

The simplest form of network topology is the bus network. Processors are linked
in aline on what is essentially a single cable, though it may be composed of many
physical cables. Because there is only one lane for communication on a bus network,
only one pair of processors may communicate a any given time. Multicomputers linked
by an Ethernet that hasn't been specially configured are on a bus network. [WA99].

A variation on the bus network is the ring network. Processor 1 islinked to
processor 2, which is linked to processor 3, and so on up to processor p, which is linked
back to processor 1 [WA99]. There are physical connections between linked processors,
so that communication may occur between two different sets of processors at the same
time. Thisdesign iseasy to construct, but is fairly inefficient with the passing of
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messages. |f data can be passed in both directions over any link between processors, then
a single message may have to travel through p/2 processors. This represents a significant
slowdown in performance, as frequent communication over long distances on aring
network will result in processors being idle for longer periods of time while awaiting
data, and processorsthat aren't waiting for data will still have to give over processing
time to the passing on of messages that weren't meant for them [WA99]. Using a mesh
network can improve performance, as it links every processor to two other processorsin
such away that the overall network topology is that of agrid. On agrid network, the
farthest a message will ever have to travel is 2* (sgrt(p)- 1), which will always be less
than p/2 for multicomputers with more than 4 processors [WA99]. Additionally, since
more processors are directly linked, a greater percentage of inter-processor
communication will be able to go directly from source to destination without having to be
relayed by any other processors. The mesh pattern also corresponds well to the manner
in which certain problems are parallelized, making it ideal for use for those kinds of
problems.

Other network topologies include tree and hypercube networks[WA99]. A tree
network links nodes in n-ary tree fashion, so that in a binary tree network, processor 1
links to processors 2 and 3, and 2 links to 4 and 5 while 3 linksto 6 and 7, and so on
[WAQ99]. Thissort of arrangement is good for rapid distribution of data from the first
processor to all other processors, or the collection of data onto the first processor from
every other processor, since the farthest the data will have to travel will be log (base n) p,
and the farthest any data will ever have to travel istwo times that distance [WA99].
However, there is atendency for the processor at the top of the tree to become bogged
down with message passing, since any message that goes from one side of the tree to the
other hasto go through it. 1n a hypercube network, each processor connectsto one
another processor along every dimension of the hypercube. For athree dimensional
hypercube, each processor will connect to three different processors. The maximum
distance a message hasto travel in such anetwork is only log (base 2) p [WA99].

4. Communication vs. Computation

The goal of locality optimizations was to increase processor efficiency by making
sure that data would be as close to the processor as possible at the time it was needed for
computation, limiting the amount of time the processor spends idle waiting for datato be
brought to it from the upper levels of the memory hierarchy. Parallel optimizations are
similar, in that they attempt to limit processor idle time by making sure each processor
has that data it needs while limiting the amount of time the processor spends on sending
and receiving data. Thisisaccomplished by increasing parallel code' s computation to
communication ratio. Moretime spent on doing computations and less time spent on
communication between processors means fasters programs.

Synchronous communication between processors is the easiest kind of
communication for the programmer to use, but it is also the slowest form of
communication. When a processor executes either a synchronous send or receive
command, it goes idle while waiting for another processor to perform the complementing
operation. A processor that has just executed a receive command won't continue
execution until it is sent data, and a processor that has just performed a send won't
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continue until it knows that its message has been received. Although this makes writing
correct code simpler, since the programmer doesn't have to worry about a processor
trying to perform calculations with data it doesn't have, it also puts adrag on
performance, since each send and receive operation stops the processor cold for a period
of time that could possibly be quite long, several seconds perhaps, depending on the
nature of the code and the data being sent.

One way to speed up parallel programs that are using synchronous
communication is to write the code in such a way that the number of sends and receives
are minimal, reducing overall communication cost. Since each communication command
has a certain amount of overhead attached to it, regardless of the amount data being sent,
it is more efficient to send data fewer timesin larger chunks than to send it in small
chunks numerous times. Reducing the amount of data sharing that is needed between the
processor aso helps to increase the computation to communication ratio of a program,
however thisis not as generally applicable as changing the amount of data sent with each
communication command.

An important technique for reducing the amount of time processors spend idle due
to communication is the employment of asynchronous communication, which attempts to
hide time spent on communication by overlapping it with computation. Instead of waiting
for asignal that its message was received, an asynchronous send command allows the
processor to continue with the code execution once the processor is done with it's part of
the overall sending routine, meaning that computation can occur on a sending processor
as soon asthe data it sent out startstraveling over the network between processors.
Asynchronous receives are harder to implement, since not blocking the processor while it
walits for datarisks having it attempt to execute computations it doesn't have the datato
execute, leading to garbage values and other errors. Some programming languages
provide for asynchronous communication that is actually just delayed synchronous
communication. With thiskind of communication, sends still receive receipt signals, and
receives still block the processor, however these two actions are delayed, separated from
the actual send and receive and commands. This means a processor can send data,
execute a block of code, and then check to seeif the send completed successfully. A
delayed synchronous receive allows the processor to execute a receive command, which
will essentially wait in the background for the expected datato arrive at the processor,
execute a block of code and then block the processor to wait for the receive command to
complete, if it hasn't completed already. With the right programs, communication costs
can be almost entirely amortized by overlapping them with computation using this
asynchronous, delayed communication.

5. Scalable Parallelism and Effective Scalable Parallelism

The purpose of both parallel and locality optimizations is to attain the fastest
possible performance for a piece of code run on parallel processors, and this requires that
the code both run fast on a single processor and not slow down as processors are added.
Each processor added to a computation should be as efficient as the previous processor
added. Thisisknown as scalable parallelism, and it is based on Gustafson's law. After
Gustafson's law, it was found that many parallel computations didn't actually benefit
from additional processors past a certain point even if the problem size was being
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increased while the running time was kept constant. Additional processors brought
additional communication costs, and too many processors resulted in communication
taking too much time, slowing the entire computation down. If a single processor can
finish aproblem of size N in S seconds, then ideally P processors should be able to finish
aproblem of size PN in about S seconds. Computations which display this property of
being able to have the problem size and number of processors scaled up are said to have
scalable parallelism.

Effective scalable parallelism is a concept based on the fact that a problem
of size N for ascientific stencil is made up of two components, M, the size of the data set,
and T, the number of time steps the computation runs for, and sometimes changing the
size of M while holding N stable, meaning T has to be changed in the opposite direction
of M, will result in changes in performance due to cache effects. That is, a computation
with bad locality might run well on a small data set for alarge number of time steps, as
the datawill fit in cache and thus memory speed won't be an issue, but the same
computation will be inexorably slow if the data set is large and the number of time steps
are small, as frequent cache misses will occur, even if the overall problem size hasn't
changed. A computation with effective scalable parallelism will display the same
performance for a problem of size M, no matter what the composition of the problem in
termsof N and T, and thiswill carry over to parallel versions of the code.

The achievement of effective scalable parallelism is then dependent on being able
to run data sets of any size without suffering performance decreases due to cache effects,
and being able to add processorsto a computation without the additional communication
costsresulting in the added processor being less efficient than the processors already
being used. Thisrequires the hiding of communication costs behind computation, so that
they don't factor in to the overall program performance.

6. Pipelining and Matrix
multiplication For(I =0, I<N, I++)
For(J= 0,)N,}H+)

Naive parallel matrix {

Cig=0

multiplication can be very slow For(K = 0, K<N,K++)

due to the large amount of data that ClN[J = CIN[I+ANKI*BIK][J]
has to be communicated to each }

processor [WA99]. Serial matrix

multiplication on two n* n matrices Fig 18: Matrix Multiplication

has a time complexity of O(n"3).

Parallelizing this sequential code by making the independent iterations of the outer loop
run on different processors can result in a computational complexity of "2 with n
processors, or n with M2 processors [WA99]. However, much of this performance
enhancement and decrease in computational time is offset by the amount of
communication that must take place in order for this specific parallel algorithm to work.
If there are 2 processorsin the parallel computer, each processor would receive a single
column from A and a single row from B from the first processor, and at the end of the
computation each processor returns a single element of C, the solution matrix, back to the
first processor. Thus, at the very start of the program the first processor must execute 2
sends, each carrying 2n elements, and at the end there will be N2 sends executed by
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other processors, each carrying n elements. For large values of n, the "2 sends made by
the first processor will take an extraordinary amount of time, even over a 100Mbps LAN.
Consider a 100* 100 matrix consisting of 64 bit double precision integers. 200*64 =
12800 bits that must be transmitted to each of 2 processors, for atotal of 12.8* 107
bits, or 128000 Megabits that have to be sent over the network before computation can
begin. Over the 100Mbps network, this will take no less than 1280 seconds, or about 21
minutes, while using 10000 processors. This doesn't include the time it coststo initiate
every send and receive command, and assumes that the network is 100% efficient when it
comes to shuttling the data between processors. Data collection will only take one two
hundredth of the time the data distribution took, or about 6 seconds [WA99].

One method of decreasing the amount of time it takes to multiply matrices on a
parallel computer is two-dimensional pipelining [WA99]. Pipelining in one dimension
involves arranging the processors of a parallel computer into aline, with each processor
connected to the two next to it, much like aring network. The computation to be doneis
divided into sequential pieces, and each processor is assigned a different piece. Consider
aprogram designed to create histogram from a frequency analysis of a sound wave. The
program has to pull out each frequency present in the wave. This could be donein
parallel by dividing the wave into several pieces, and sending each piece to a different
processor which would do afrequency analysis only on that piece of the wave. This
embarrassingly parallel method requires each processor to go through an entire set of
filtersin order to filter out every desired frequency. An alternative isto pipeline the
problem. Assign one frequency to each processor in the pipeline, and then send the wave
to the first processor. (Note that each processor isn't limited to only one frequency. If
there are fewer processors than frequencies, multiple frequencies will be assigned to
some or all processors, so long as the distribution is even). Asthe first processor filters
out the first frequency and collects the appropriate statistics it passes the portion of the
wave that it has worked on to the second processor, which then proceeds to filter out the
second frequency and collect satistics. The second processor passes along the portion of
the wave that it's finished with on to the third processor, and so on down the pipeline.
Each processor deals with a smaller amount of data than the one that precedesit in the
pipeline and the entire computation will take little more time than the amount of time it
takes for a single processor to filter out a single frequency from the whole sound file.
Each processor will only need to be able to filter out a single frequency [WA99].

A two dimensional pipeline takes this concept of a one-dimensional pipeline and
expands so that instead of being passed down aline, datais passed in two directions
along agrid like mesh [WA99]. In the case of matrix multiplication, each processor in
the grid will correspond to a section of the multiplications solution, perhaps one number
if there are enough processors or the matrixes being multiplied are small enough. Datais
sent in from both operand matrices to the first processor, at the upper left corner of the
mesh. The data sent on the first cycle, to the first processor, will be the (0,0) value of
each matrix. Multiplication will be performed in accordance with the rules of matrix
multiplication, and that value will be passed along to another processor. The value that
came from the first operand matrix will be passed to the processor to the first processor's
right, while the value from the second operand will be passed to the processor
immediately below the first processor. Once this has been done, more data will be sent
in. The (0,1) value of the first operand matrix and the (1,0) of the second operand will be
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sent in to the first processor, multiplied, and added to the previous multiplication result.
At the same time, the (1,0) value of the first operand will be sent to the processor below
the first processor, where it will be multiplied with the value the processor just received
from the processor above it. The (0,1) value of the second operand will go to the
processor to the right of the first processor, and multiplied with the value that processor
just received. All processors will then pass the value they have from the first operand to
the processor to their right, and the value they have from the second operand to the
processor below them. This process continues, with new values being sent in only to
processorsthat have already received other values (no processor except the first gets a
piece of data from either of the matrices directly until it receives data that has been
passed to it from a processor to it's left or above it). Each of the processors on the top
row of the processor grid will receive data from the corresponding column of the second
operand matrix, while the processors on the grid' s rightmost column will receive data
from the corresponding row of the first operand. At the end of the compuation, for the
multiplication of n* n matrices on M2 processors, the solution matrix's (0,0) value will be
located on the first processor, and the (n,n) value will be located on the "2 processor,
with all other values located on the appropriate processor in between [WA99].

Although the datain a systolic pipeline for matrix multiplication is being sent one
value at atime by each processor in the pipeline, which is hardly an efficient use of each
send and receive command, the pipeline construct allows much of the communication to
be overlapped with computation. When the first processor finishes working with the first
values from each of the operands, it can execute an asynchronous send and continue
working on the next set of data, as all the data from the operand matrices should be
located on the first processor to begin with. Once a processor receives two pieces of data,
it should immediately execute another pair of asynchronous receive, so that whileiit's
computing with the data it just received it can receive the next two pieces of data it will
need, reducing the amount of time it has to wait between computations. The blocking
command could be immediately before the next computation, so that it won't be
performed without the proper data. All processors should also use asynchronous sends,
performing them right after the computation. With this communication framework, data
will eventually be in transit over every section of the grid at the same time each processor
is performing the matrix multiplication computations. There will be some processing
time lost due to the ration of communication commands to calculation commands, which
is4to 1, but not nearly as much as time as would' ve been wasted using synchronous send
commands, or attempting to distribute all of that datato each processor at the outset of
the algorithm. Consider that every processor will still eventually have to receive 200n
values in order to complete the computation, the same amount of data needed in the naive
parallel algorithm. The datatransmission time will still be 21 minutes, but this time will
be interleaved with the computation, rather than preceding it. If we can assume that
during every computation command one of the asynchronous communication command
completes, then the systolic array has saved about ¥ of the time that has to be spent on
the naive algorithm. So while the computation is still about O(n) for 2 processors, the
amount of time spent on communication appears to be reduced, because it occurs at the
same time as the computation [WA99].

7. Red-Black Ordering and Systemsof Linear Equations
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Jacobi Iteration is an iterative method for solving systems of linear equations
[WA99]. The basic computational form of the algorithm is a giant mesh of points,
represented in a matrix, where each row is representative of a single equation in the
system and each point the coefficient for the appropriate term in the equation. Around
this matrix is a square of points called boundary points, which are each assigned a value
of 1. For each iteration of the Jacobi Iteration, every point in this mesh has its value
replaced by the average of the values of its four neighbor points. This processis repeated
until the data converges, that is, changes very little between iterations. The threshold of
convergence is generally set to avery small number, perhaps 0.001. The algorithm for
Jacobi iterations is fairly simple, since it only needs to repeatedly average 4 values to
calculate a new mesh and then compare the values in the new mesh to the values in the
old one [WA99]. Unfortunately, Jacobi iterations tend to converge slowly, or not at all,
for awide variety of matrices. While there are cases where this method will converge in
log N time using N processorsin parallel, for the most part it isinefficient. Consider
dividing up an n* n matrix on n processors. Each processor could be assigned either a
complete row or column of the matrix, or asgrt n* sgrt n section of the matrix. Inthe
first instance, every processor but the first and the nth will have to receive one value from
the processor above it and one from the processor below it in order to perform its
calculation. No processor can move on to the next iteration until the processor below it
and above it has finished the previous iteration, and though it is possible to gain time by
having processors move on once the processors below and above are finished, this
reguires delaying the convergence test to specified synchronization iterations, possible
resulting in unnecessary iterations being calculated [WA99]. The second method of
dividing the matrix among the processors is more attractive, since every processor will be
able to calculate a certain number of the points it contains without having to receive
information from any other processor. Only for the points along the borders of its chunk
of the matrix will a processor need datafrom any other processor. However, for certain
points it may have to get data from as many as three other processors, and overall it will
have to communicate the four processorsthat it shares a border with. Even though the
computation is more efficient and there is less overall communication, communicating
with more processors can be just as slow [WA99].

There are several ways to change the Jacobi Iteration algorithm in order to reach
convergence faster, and to reduce the communication required between processors. Red-
black ordering divides the Jacobi Iteration matrix into a checkerboard pattern, with
alternate points being labeled red and black [WA99]. Instead of calculating an entirely
new matrix for each iteration using only points that were calculated in the previous
iteration, red-black ordering calculates a new matrix by calculating half the points,
specifically, the black points, and then using the new values for the black points to
calculate the red points. This method requires a bit more communication than the
standard Jacobi Iteration, since if each processor has a single point in the matrix, which
reguires 2 processors for an n*n matrix, every calculation will involve receiving data
on the alternate colored points on the surrounding processors [WA99]. Of coursg, if the
na ve method had "2 processors it would entail the same communication requirement.
The advantage of red-black ordering is that the computation for each set of points can be
done simultaneously not only on 2 processors, but also with (n*2)/2 processors. Each
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processors can be assigned a red point and an adjacent black point, reducing the overall
amount communication necessary by %2 without adding any computation time, since red
and black points are computed are different times [WA99]. With 2 processors, the
processors with red points would sit idle while black points were being computed, and
vice versa. No communication can be done during this idle time, since the data that
needs to be communicated is still being calculated. Red-black ordering exploits
parallelism by dividing up the calculations in such away that while the number of
calculations needed to reach convergence is smaller, the processors spend more time on
computation and less on communication, resulting in better performance than that of
standard Jacobi Iteration [WA99].

8. Time Skewing

Recall from the discussion of time skewing as a local optimization that it divides
up the iteration space graph into tiles, and then skews the order of calculations within
each tile, resulting in fewer cache misses and better performance. Since the optimization
was so effective on a single processor, it could be very useful to apply it to parallel
computers. Because the data being worked with is an array,
and not amatrix, there is only one obvious way to divide it up
among the processors, dividing the array into even pieces and
assigning each processor one of these pieces. Each processor
would then be responsible for calculating the values for its
piece of the array for each time step in the code. The effect is
that of drawing lines on the iteration space graph that run
parallel to the time axis and perpendicular to the tile
divisions. Looking at such agraph, it can be seen that at the
border of each processorsindividual iteration space there are
data dependence lines which cross processors, representing
datathat must be communicated between processors several
times per tile. With tiles of size S, a processor that is not the

B |i13 A 16 {18 first or last processor will need to receive 2S pieces of data
and send 2S pieces of data per tile, for atotal of 4S

g [(10 14 17 communication commands per tile and 4T communications
commands overall per processor. Since every node within a

4|l 7 1 15 tile is dependent on datafrom the previous iteration, all
processors will have to calculate in lockstep, as no one

3 8 FA12 processor can race ahead of another because it won't have
enough data to keep calculating. This forced synchronization

z L2 S at the end of each iteration, rather than just at thetile
boundaries, will result in alot of time processor time being

11 3 A gpent idle during each tile. Also, overlapping communication

1 2 4 and computation with this sort of data distribution isn't

3
| = possible. If each processor isassigned X elements of the
Fig 19: Na ve communication original array, every skewed iteration after the Xth will start
scheme for multiprocessor time  at the processors data boundary, and it won't be able to

skewing. Some of the continue until it has received the appropriate data from the

problematic data dependencies
highlighted in bold
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processor above it. Thereisno computation that the processor can perform during this
time, and since all processors are synchronized, it will be rare for a processor to have
calculated the right datafast enough that it can send it to the processor above it while that
processor is still calculating. Consider a data distribution where each processor has been
assigned 3 elements of the original array. The third calculation performed on processor p
will be dependent on datathat will be calculated during fourth calculation on processor p-
1, unless p happens to be the first processor. Thisresults in the aforementioned
synchronization, and the lack of opportunity for the use of asynchronous data transfer to
hide communication time. The effects of slow communication can drag down a programs
performance considerably, offsetting the gains made in cache performance through use of
time skewing.

Instead of making each processor responsible for a specific fixed section of the
array being calculated, processors can be assigned to compute sections of the array that
follow the boundaries of the data dependency that is responsible for the inefficiency of
the previous method of data distribution. Let each processor compute a stripe of the
iteration space graph whose borders, instead of being parallel to the time axis, have a
slope of 1. Thisdividesthe iteration space graph in a manner that resembles a barber's
pole, and allows every processor to complete a large chunk of its calculations before it

Fig 20: Multiprocessor Time Skewed Iteration Space Graph. The light gray shaded nodes are the
ones from thefirst section of computation in each tile that will be placed in the array to be sent to
the processor below. The dark gray nodes are nodes that are dependent on light gray nodes, nodes
that are in the third section of computation. Nodes are labeled by execution order, making it clear
that light gray nodes are always executed before dark gray nodes whenever possible. In this
diagram, there are 3 processors. Note that processor 3 2wraps around®, and that no processor is
responsible for the exact same data from tiletottile.

29



has to receive any data to continue [Won2002]. Additionally, the datathat any processor
will eventually need to send is calculated first, while the calculations that a processor
needs to receive datato complete will be done last, and in between will be additional
calculations which involve datathat is neither dependent on data from another processor
nor the datathat satisfies the dependencies of calculations on any other processor, and
processors will only send datato the processor below and receive data from the processor
above [Won2002]. This provides the perfect opportunity for asynchronous
communication. By storing the datathat will need to be sent to the processor below in an
array in cache as it is calculated and then asynchronously sending this array while
initiating an asynchronous receive command, each processor can continue with the non-
dependent calculations while data travels over the network between processors, so that
hopefully all data will have reached it's destination by the time the processor reach their
receive-dependent calculations. Thisway no processor will ever have to spend time idle
waiting for data from the network, thus allowing the performance enhancing local
optimization aspects of time-skewing to be fully expressed [Won2002].

Because of the way time-skewing code is written, actually implementing this
communications scheme requires splitting the uni-processor code up into three sections,
and inserting the communications commands after the appropriate section. The first
section performs the calculations which comprise data that will be sent to the processor
below it. The calculation proceeds in the same manner as uni-processor time skewed
code, only with additional boundary conditions enforced to make sure that the processor
doesn't attempt calculations that belong on another processor. Asdatais calculated in
this first section, all the calculations that occur within two nodes of the processor
boundary are stored in an array of size 2S. After the calculation of thisfirst section, the
2S array is sent to the processor below the current processor, and then the processor
executes an asynchronous receive command and the second section of calculation
commences [Won2002]. This section isjust like the first, except without the storesto a
special array meant for transmission, and of course it performs calculations on a different
part of the tile than the first section. Once this section of calculation is finished, thereisa
block command for the asynchronous receive, ensuring that the third section of
calculation doesn't begin until the necessary data has been received, though as stated
before, the hope is that the data will have arrived during the second section of calculation
and thus no waiting will be necessary. Asthe dataarrives, it is placed into a 2S array,
which can be the same array that was used to store the datathat was sent after the first
section, and the third section of calculation proceeds, accessing data from the 2S array as
needed to satisfy data dependencies. The completion of the third block of calculations
indicates the end of atile [Won2002]. At this point, every processor will have all the
data it needs to continue on to the first section of calculation in the next tile, meaning that
there does not need to be any sort of synchronization at tile boundaries. The datawhich a
processor starts off with at each tile boundary, given an array size of N and p processors,
will be (N/p)* processor number + (T*S) through (N/p)* (processor number+1)*(T*S)-1
[Won2002]. Essentially, a each processors section of the original array will be adjusted
up by S elements for every tile calculated until the end of the array is reached, at which
point that processor will start over with the array' sfirst element. Thisisthe
aforementioned barber pole division of the iteration space.
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There are certain limitations to doing parallel time skewing in this manner, with
the primary one being on tile size and number of processors used. In order for this
method to work, the send and receive sections of the computation cannot overlap,
otherwise the code will deadlock. If no processor can finish the calculations in its first
section of computation, the datato be sent, without receiving data from another
processor, then no processor will ever be able to finish its computation. Thisonly a
possibility when there are either arelatively large number of processors or the array being
calculated on has arelatively small number of elements. Another disadvantage of
parallel time skewing is the complexity of the code involved. Not only isthe code hard
to read, but it contains many more integer operations that non-time skewed parallel code
or time skewed uni-processor code. This includes several mod operations, with are
executed with each iteration of the time skewed loops in each of the three sections of
code. These mod operations are needed to enforce the complex tile boundaries for each
processor, but they are very expensive to execute in terms of processor time. The
repeated execution of mod operations can offset any performance gains that result from
time-skewing's effect on the use of cache memory. Hence, parallel time-skewed code
needs to be mod-hoisted, a process of lifting the mod commands out from the innermost
loops where they are executed repeatedly. This process is generally done by hand,
although it may be possible to build into a compiler, and adds another layer of complexity
to the creation of time skewed code.

The obvious advantage of this parallel processing scheme isthat it allows for
most of the communication to be hidden behind processing and good locality, meaning
that each processor can run at a speed amost equivalent to doing uniprocessor time
skewing. The number of communication commands is small, as only 2 per processor per
tile are necessary for complete data transmission due to the amount of datathat is sent out
with each send command. Since processors only communicate with the processors that
aretheir direct neighbors, network traffic is limited, and the communications scheme fits
perfectly onto asimple ring network [Won2002].

9. Some M ore Conclusions

Analyzing the efficacy of parallel optimizations is not as simple as analyzing local
optimizations, since there are awide variety of parallel computers, varying in everything
from number of processorsto type of memory to communications hardware. Given a
homogenous multicomputer, parallel optimizations can be judged mainly through their
effect on the amount of communication a particular piece of code needs to do in order to
finish, though, as seen through the analysis of time-skewing, it is not only the amount of
communication that matters but the timing of it. Delivering data as efficiently as possible
as soon as possible without sacrificing time spent on computation is the goal of parallel
optimizations. There are some data structures and programs for which parallel
optimizations will not be effective, and whose communication costs will render parallel
computing impotent to enhance program performance. The n-body problem, which is
concerned with simulating the gravitational effects of numerous bodies on each other in
free space, employs atree like structure to efficiently store data needed for computation.
On multicomputers, trees are especially hard to divide up and distribute among the
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various processors, because the non-linear nature of their memory use makes it difficult
to send an entire tree across the network from processor to processor. Instead, each
element in the tree is typically communicated separately, with the tree rebuilt piece by
piece on areceiving processor. For even 10 bodies, this resultsin avery low
computation to communication ratio. Additionally, the computation involves data from
every part of the tree, meaning that each processor must have access to the entire tree,
prohibiting saving communication time by only transmitting portions of the n-body tree
to every processor.

There exist other combinations of parallel and local optimizations besides those
discusses here.

V. Parallel vs. Local Optimizations. Comparison and Interaction
1. Parallel and Local Optimizationstogether

When programming for a single processor the effects of local optimizations on a
piece of code's complexity and performance can be examined in an isolated environment.
Applying local optimizationsto parallel computing along with other parallel
optimizations can result in numerous side effects, as local optimizations may affect the
way in which code can be parallelized and parallel optimizations may change which local
optimization can be applied. Changing the order in which computations are done will
change the timing of data dependencies, resulting in a new pattern of communication for
aparallel program. Likewise, dividing up data among various processors in different
manners will change exactly how those processors can have their cache use optimized,
since different data and different calculations will now reside on each processor at
different pointsintime. By understanding how local and parallel optimizations interact,
it is possible to figure out what combination of optimizations will be most effective in
enhancing the performance of a given parallel

For (I=1,N, I++) progr
For (J=1, M3+ am. .
o A(I+1,) :?A(I, J+B(.) Consider the homogenous multicomputer.

Although each processor in the network is part of
greater whole, each still has its own memory
hierarchy, including cache memory. Local
optimizations, applied to individual processors,
have the potential to vastly increase performance. At the same time, it has been shown
that the right parallel optimizations can also increase performance. Local optimizations
will not directly be able to hide communication behind computation, and parallel
optimizations will not directly be able to affect the use of each processors cache.
Looking at the code in figure 21, the simplest way to parallelize the computation isto
make each processor responsible for a section of A, and to give that processor the section
of B that it will need to complete its computation. In the code, it isthe second for loop
which has been parallelized. Thislooks like an ideal solution since it requires no
communication between the processors doing the computation. Since the original, serial
code could be improved through use of tiling, it would seem to follow that that the
parallel code could also be improved through an application of tiling. But recall that the
tiling divided up the code into tiles with boundaries that ran perpendicular to I, thet is,

Fig 21: Code before tiling or
paraldization
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each tile contains a small portion of the | array. This sort of division of the data has
already taken place in divvying up the data among the processors. For alarge enough N,
though, tiling is still useful, since it will be able to further divide the data on each
processor, resulting in the same performance increase that would' ve been expected if it
had been applied to a single processor being run with N/p elements. However, if N is
large enough to make two divisions of the data, into processor segments and then tiles on
each processor, viable, it may also be large enough to result in very slow distribution of
the data at the beginning of the computation. Each processor will need to receive N/p +
N/p* M elements at the programs outset. For large values of N and M, thisrepresents a
lot of datathat has to be moved across the network before computation can begin. For a
sufficiently large amount of data, the communication that takes place at the programs
outset may take longer than all of the computation. Once communication takes so long
that computation time plus communication time is equal to the time it would' ve taken to
do the same number of computations on a single processor, the primary benefit of parallel
processing has been nullified, making it superfluous.

Instead of dividing that data up the na ve way, and then applying thetiling to each
processor once it has all the data it needs, it might be better to employ a communications
scheme similar to that used in the systolic array, where only a portion of the data is sent
to each processor at any one time, and the rest of the datais sent during computation on
previously received data, thus overlapping the data transmission with computation and
increasing processor efficiency. Recall that tiling achieved a decrease in cache misses by
decreasing the number of misses when accessing array A and did not affect accessesto
elements of B. It therefore makes sense to give each processor, a the outset of the
program, enough elements of A to compute one or two tiles, along with enough of the
appropriate elements from B to compute some portion of thosetiles. As each processor
works on the data it was given initially, the first processor can send out the next set of
datathat every processor will need. Thetrick isto balance the amount of data being sent
with amount of time it takes to finish computation on each data set a processor receives,
so that the next data set for a processor is already on that processor once it finishes the
calculationsiit's current data set, thus drastically reducing the time any processor spends
idle waiting for datato be sent over the network. This scheme requires the first processor
to spend alot of time on communication that the other processors are spending on
computation, so it'swise to decrease the load on the first processor by assigning it a
smaller section of A to work with. How small is again dependent on the specifics of the
system being used. Inthisway, the beneficial effectsof tiling aren't lost and all
processors are exploited to the fullest.

2. System Architecture and L ocal Optimization

One of the most important tasks of compilers for Shared Memory Machines isto
find and expose parallelism in the programmer’ s sequential code. This is often done best
by using several of the local optimizations that have already been discussed. Rearranging
an iteration space to enhance cache performance can also result in superficially non-
parallelizable code becoming parallelizable. Many data dependencies in sequential code
don't prohibit the calculation of two or nodes of the iteration space, but the code itself is
written sequentially, making it look like it can't be parallelized.
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The simplest local optimization that creates parallelism is loop fission. Consider
asingle for loop that contains two statements, neither of which depends on any data
calculated by the other. By performing loop fission, this loop can be split into two for
loops, each containing one of the statements from the original loop. Each one of these
two new loops can now be assigned to a separate processor, resulting in the computation
completing nearly twice as fast as it would' ve using the original loop on asingle
processor. Since neither statement was dependent on anything calculated by the other
statement, both loops can run without regard to how far along the other one is, meaning
that the loop fission doesn't result in any extra communication between processor that
could possibly decrease processor efficiency. The limitations on using loop fission to
create parallelism are a function of how many statements there are in the loop and what
the data dependencies of these statements are. I a statement in the loop doesn't depend
on any datathat it calculates, that is, it doesn't use data calculated in a previous iteration
to perform calculation on the current iteration, then that statement can be divided up over
multiple processors after it has been separated out. Thiswill involve strip mining of the
new loop. Assuming that al the statementsin aloop are self-dependent, loop fission will
only be able to create as many new loops asthere are statements. This means that for a
loop with four statements, four new loops can be created, and at most four processors
can, or should, be used. On machines with more than a handful of processors, perhaps
1024 processor machines, loop fission may not be the best option for creating parallelism
since it will most likely be unable to take full advantage of all the processing time
available.

Loop interchange is even more useful because it can be used to paralelize tightly
nested loops, often allowing a single nested loop to be distributed among all the
processors in a shared memory machine. Given atightly nested loop where the
dependence is in the outer loop, and the inner loop carries no dependencies, it is possible
to create parallelism by dividing up the inner loop across the processors. Examining the
code in figure 21, it can be seen that the inner loop can be parallelized, with each
processor taking responsibility for M/p of the iterations from 1 to M. However, this may
reguire stopping each processor after it finishes its portion of the Jloop to wait for the
other processorsto catch up before continuing with the next iteration of the outer loop.
Since it would be useless to divide up the outer loop among the processors, as no
processor could start until the processor below had finished all but one pass through the
inner loop and there would need to be a large amount of communication between the
processorsto satisfy the data dependencies entailed in each node being dependent on the
node below it in the outer loop, parallelizing the loop as s, is not particular efficient.
Instead, by interchanging the inner and outer loops, which does not violate any of the
data dependencies, it becomes possible to paralelize the new outer loop, the J loop,
without any additional communication being added to the computation and without
reguiring any synchronization between the processors. Even if the processors are
homogenous, running at the same speed and completing the same amount of computation
in the same amount of time, the synchronization operations required by the originally
suggested parallel division of the problem still would' ve slowed the computation time
significantly, especially for very large values of N. This sort of interchanging for
parallelism can be combined with loop fission and other transformations in order to
increase the level of parallelism exposed.



As was discussed, one optimization that is frequently used in conjunction with
loop interchange is loop skewing. It was shown that applying loop skewing to certain
loops would allow a previously un-interchangeable tightly nested loop to be
interchanged. This property of loop skewing can be used to help parallelize loops that
may be otherwise un-parallelizable. Loop skewing by itself also exposes a certain
amount of parallelism. Recall the iteration space graphs for unskewed and skewed
versions of the same code. Inthe version to which loop skewing had not been applied,
every node was dependent on the node both below it and behind it. Since all of the nodes
in one column were calculated before any of the nodes in the next column, a node at the
bottom of the second column may have had its first data dependency satisfied long before
its second one. Also notethat every node is dependent on the calculation of the node
directly before it, even if the loops are interchanged, making the entire loop inherently
sequential. In the skewed iteration space graph, nodes in the same column have no
dependence on one another. Hence, the inner loop of the skewed code can be
parallelized, and, as in the previous example, this inner loop could also be interchanged
outwards, resulting in the most efficient parallelization of the code.

Strip mining and tiling are also useful for creating parallelism, as the
transformations create natural divisions of the iteration space which can then be assigned
to different processors. Again, there is the question of data dependencies. If every
successive iteration of a single loop depends on data calculated during the previous
iteration, then strip mining will not be effective in creating parallelism because
processors will be stuck until the processor below them finish working. 1If, however,
successive iterations or groups thereof are independent, then the code can be strip mined
and the new outer loop parallelized, making each processor responsible for asingle
iteration or group of iterations, again depending on the exact nature of the data
dependencies. Ideally, there shouldn't need to be any communication between
processors working on different segments of the strip-mined loop. For tiling, there may
be some communication necessary at tile boundaries if the tiles are distributed across
processors, as data dependencies are allowed to crosstile boundaries. This meansthat is
desirable to make tiles as large as possible, so that the ratio of border computations to
non-border computations decreases, allowing as much of the computation as possible to
be done without communication.

These optimizations can also be used to create and enhance parallelism in code
written for multicomputers, although because of the way most multicomputer systems
work, this is generally not done by the compiler. Instead, the programmer will normally
perform the transformations by hand, including inserting any communication commands
that are necessary to take advantage of the newly created parallelism, although thisis not
strictly the case. Compilers do exist for distributed parallel architectures, and some SMM
and Massively Parallel Computer (parallel computers that are specially designed, like
SMM's, but have a large number of processors and do not use shared memory) code is
optimized by hand.

3. System Architecture and Parallel Optimizations

Just as local optimizations have effects on the pardlel aspects of code, parallel
optimizations can have effects on the cache performance of code, especially on
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multicomputers where each processor has its own memory hierarchy. The heart of
parallelization is dividing up work among various processors, which entails dividing up
the datathat will be worked with and responsibility for calculation of different ssgments
of new data. Thisdataand calculation division that is inherent to creating parallel
programs in some ways corresponds to the manner in which local optimizations such as
tiling transform the iteration space.

The simplest problems to parallelize are known as embarrassingly parallel. These
are problem where the programmer need only divide up the data among processors and
then let each processor execute the exact same code. The division of datais itself simple,
asfor anarray A[1...N] in an embarrassingly parallel problem with p processors, each
processor would be assigned a sequential segment of A of size N/p. The processors
would then proceed to perform calculations on their data, sending results back to the first
processor at the end of the computation. The primary effect of tiling on code wasto
reduce the size of every section of computation, so that a whole segment of computation
completed with as few references to datathat is not in cache as possible. The division of
datafor embarrassingly parallel, and many other parallel, computations has a similar
effect. If the dataset is small enough and the number of processors large enough, the act
of dividing up the data among processors can reduce the amount of data each processor
has to handle to a size that will fit in the processors cache, allowing the processor to
complete it's part of the computation that much faster.

Red-black ordering is a parallel communication scheme which can exhibit local
effects similar to those obtained with tiling. For asizable system of linear equations, it is
unlikely that any single processor will have a cache large enough to hold the entire mesh
of points required for the completion of the computation. But because each processor is
responsible for only a portion of the overall checkerboard, for P processors and N total
points on the checkerboard every processor will have N/P points to work with. 1f the
cache can hold N/P points plus the border points that will have to be received by each
processor, then the computation can be completed with minimal access to memory
outside of cache, as the red points on each processor will be held in cache after being
computed and can then be used to compute the black points, which will also be held in
cache. This property of red-black ordering can be exploited all the way down to data
partitions which contain about 16 points (perhaps more or less, depending on processor
speeds and the speed of the network being used), at which point the amount of
communication required for computing the border points will offset the advantages of
having a data set that fits entirely in cache.

One of the more interesting cases of a parallel computing scheme mimicking a
local optimization loop transformation is that of pipelining. A one dimensional pipeline,
where each processor in the processor starts its work one unit of work (a calculation or a
group of calculations) after the processor before it, displays the same properties as
skewed loop that hasn't undergone loop interchange. Consider a pipelined program
where each processor does one calculation before passing data along to the next
processor in the pipeline. With P processors and N total calculations, if each calculation
takes 1 second, after N seconds, plus communication time, the first processor will be
finished with all of itsdata. The second processor won't start until it receives data from
the first processor, meaning that the second processor finishes after N+1 seconds. The
Pth processor finishes after N+P seconds. These offsets in each processors start and
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finish time, with one calculation, resultsin an iteration space graph that matches up with
aloop skewed iteration space graph, where the outer loop has been parallelized. Each
processor takes over one row of the computation. Hence, pipelining is extremely useful
for computations whose parallelism has been exposed by loop skewing.

4. Time Skewing and Parallel Communication

The interaction between parallel communication schemes and local optimizations
can be seen clearly in cases where local optimizations originally intended for uni-
processor use are applied to parallel computing, asin parallel time skewing. The
communication scheme used by parallel time skewing previously described is a direct
result of the way in which time skewing function as a local optimization. The parallel
version of time skewing takes advantage of features of the iteration space that are the
result of uni-processor time skewing in order to use a communication scheme that was
shown to be more efficient than the na ve, heavily synchronization dependent version of
time skewing in parallel.

The wave-fronts of computations within each tile created by uni-processor time
skewing don't seem at first to be particularly amenable to parallel computation. Because
of the nature of the data dependencies in even the simple three point stencil employed as
an example for time skewed code, it looks asif a large amount of communication would
be necessary to runthe code in parallel. Dividing up the computation among processors
with respect to the outermost loop, thetile loop which jumps across blocks of time-steps,
isn't particularly useful because before one tile can start, the preceding tile needs to be
either complete or near complete, depending on the width of the tile [Won2002]. Using
extremely skinny tiles would allow a sort of pipeline scheme to be used, reducing
processor idle time, but these tiles would result in far more cache misses than would be
incurred using much wider tiles, thus contradicting the reason time skewing was used in
thefirst place. Dividing the computation up relative to the original dataisn't much
better, as was shown during the discussion of parallel time skewing. Too much
communication is involved at tile boundaries, and the processors are forced to operate in
synchronization, which slows the entire process down, even if the processors are
homogenous. Attempting to divide the data up and then use a one-dimensional pipeline
doesn't work well because the pipelines operation, while coinciding well with loop
skewing, doesn't match up as well with the tiles in time skewing, which are created
relative to the original iteration space and not the skewed one.

Instead of trying to force a common communication scheme on time skewed
code, it is better to creste a communication scheme that is adapted to the strengths of the
uni-processor code. By interfering as little as possible with the uni-processor code, such
ascheme will limit the amount of communication required while still taking advantage of
the cache effects of time skewing. Thus, the previously described three section parallel
communication scheme [Won2002]. It conforms to the wave-fronts of computation and
to the tile boundaries, requiring the fewest number of communication commands across
processor boundaries with one send and one receive per processor and no communication
acrosstile boundaries. The order of execution within each tile created by time skewing is
used to hide communication by overlapping it with computation, without requiring to
much additional code. Creating a communications scheme that fits naturally with the
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way in which computation is being done allows parallel time skewing to retain the
positive cache effects of uni-processor time skewing without adding large amounts of
communication time by both reducing the number of communication commands used and
[imiting the amount of time any processor may have to wait to receive the data it needs to
continue computation.

When empirical results of time skewed code are tested against the na ve parallel
code for the same three point stencil, parallel time skewing comes out ahead for data sets
that require the use of virtual memory, even without the performance enhancement of
mod-hoisting or the use of the more advanced memory mapping necessary to for time
skewing to make the most efficient use of each processors cache. The nave parallel code
divides the data up evenly among all of the processors, with the first processor sending
every other processor its respective portion of the array before computation begins. Each
processor then does one time step of the computation, calculating every point in it can
with the data it currently has. All processors except the first asynchronously send the
values that are right next to their tile boundaries to the processor above and below, for a
total of two pieces of data sent with two separate send commands every time step. This
asynchronous send is done as soon as the data to be sent has been calculated, and the
calculations for which the sent data is needed are done last, so that by the time each
processor reaches those calculations, the data should already have arrived. The first
processor only sends data to and receives data from the processor above it, since it also
holds the first element of the original data, which is only used for calculation and doesn't
change. Thelast processor issimilar, only sending to and receiving from the processor
below it. Aside from the inefficient cache usage of this parallel code, it also involves a
large number of communication commands, each of which transports a minimal amount
of data. With P processorsand T time steps, the program will use 2T (P-1) send
commands and the same number of receive commands. Compare this with the P*(T/S)
sends, with atile size of S, for the time skewed parallel code. Since every send and
receive commands entails some small amount of overhead in the form of processing time,
having numerous communication commands reduces overall program efficiency.
Empirical tests of these two programs on different data sets showed that on a
homogenous 4 processor multicomputer, the time skewed version performed slightly
better than the na ve better version, even without the aforementioned optimizations to the
time skewed version.

5. Empirical Analysis of Multiprocessor Time Skewing

Time Skewing, when applied to athree point stencil on a uniprocessor, has been
empirically shown to result in faster running times than the original code. Referring to
the graph of results in figure 22, the mod hoisted time skewed code was faster than the
original code for al but the smallest data set size over afixed problem size. Notethat the
codes performance curve is flat, which is a product of scalable locality. The time skewed
codes performance doesn't change even as the problem size composition changes. This
was one of the two requirements for effective scalable parallelism.

Based on the favorable nature of these empirical results towards time skewing,
multiprocessor time skewing was implemented as described in the previous chapter and
tested against three simpler parallelizations of the three point stencil. These three
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programs were labeled X1a, X14a', and X1b. Each of the four programs tested was
written in C++ using MPI extensions for interprocessor communication, and was run on a
multicomputer consisting of four of the computers used in the uniprocessor test
connected over aLAN and linked into a parallel processor through the use of LAM
software. Again, thetests involved a constant number of floating point operations with
variations in the array size. Here, there are 4* 10"10 executions of the calculation
statement for the entire computation, which comes out to 10*10 execution per processor,
the same value that was used in the empirical tests of the uniprocessor code.

The time skewed code operated exactly as described in the Multiprocessor Time
Skewing section, employing the three distinct calculation sections and asynchronous
communication between processors. An asynchronous send command is executed
immediately after the send slice is calculated, and a synchronous receive right before the
receive slice, in order to prevent calculations from being done without the appropriate
data. A tile size of 500 was used, except when the array was of size 400, in which case
thetileswere of size 25. There are two main differences between the multiprocessor time
skewed tested here and the uniprocessor time skewed code tested previously. The
multiprocessor code did not have the most efficient memory mapping, using a huge array
for storage of live values rather than just a 1001 element array. Additionally, the
multiprocessor code was not mod-hoisted as the fastest uniprocessor code was. Mod
operations, as stated previously, are expensive operations that can be hoisted out of loops

in order to obtain better program performance.

The other three programs were much simpler than the time skewed code,
primarily because there are not awhole lot of options for optimization if the time steps
are going to be done in order. X1awas na ve code that divided up the array evenly
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Fig 22: Empirical Results for tests of uniprocessor time skewing and original stencil code
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among the four processors, and each processor was responsible for calculating that
section of the array at every time step in the calculation. Time steps were done one at a
time, with interprocessor communication occurring for the calculation of the first and last
element on each processor. X1adid not attempt to overlap computation with
communication, as each processor would perform all the calculations it could before
initiating a synchronous, or blocking, send and a synchronous receive, in order to satisfy
its cross processor dependencies. Notethat communication was actually done in a jigsaw
pattern, with processor p sending then receiving while p+1 received, then sent, so asto
prevent deadlock. X1a was the same program as X1a, only using asynchronous, or non-
blocking, send and receive commands, eliminating the need for the jigsaw
communication scheme. X 1b used asynchronous communication commands to overlap
communication with computation. Before each processor began its block of
computation, it would asynchronously send the appropriate data to the processors above
and below it. Once the main block of computation was finished, the receive commands
would be executed to obtain the data needed to perform the calculations with cross
processor data dependencies. Sent data should arrive at its destination processor before
that processor finishes its main block of computation, thus hiding the communication
costs behind computation.

All four programs were run with arrays starting at a size of 400 elements and
going up by afactor of 10 till the final array, which had 40 million elements. Thus, tests
were done for arrays that fit entirely into L1 cache, into L2 cache, into main memory, and
finally, arrays that needed to be stored on disk.

Using the uniprocessor results and program descriptions as a guide, it is possible
to estimate the performance of both the time skewed and X programs based on the
architecture of the multicomputer used for testing. The tests were carried out on four 400
Mhz Celeron processor with a 128Kb L2 cache and 128 MB of RAM, connected over an
Ethernet with a latency of about 1 millisecond and a bandwidth of 1 MB / second
[ORNL]. The bandwidth between the processor and L2 cache for these machines is 4GB/
second [KKM]. Between processor and main memory, it is about 500MB/ second, and
between processor and disk, only 150MB/ second [KKM]. This data producesthe
predicted performance graph in figure 23. The formula for predicting performance for
Xlaand X1d is pure computation time, the time it takesto do all of the operationsin the
code without worrying about memory access or communication commands, plus
communication time and memory accesstime. For an N that fitsin cache, thisis
230+((2* (8NT))/(Cb* 1024* 1024)+(NI*T), where Cb is the bandwidth between the cache
and processor in MB/ second, and NI is the network latency in seconds. Thefirst valueis
the computation time, the second value is memory access time, and the third is
communication time. Note that network bandwidth isn't used, because the X programs
send only a single 8 byte value per communication command, making the amount of time
actually needed to transmit the data effectively 0. If N isto big to fit in cache, then
replace Cb with Mb, the bandwidth between the processor and main memory in MB/
second. Finally, for datato large for main memory, substitute Db, the hard disk
bandwidth, in for Mb. Making predictions X1b, which attempts to hide communication
behind computation, is similar, except that instead of adding both communication time
and processing time to memory access time it should only add the maximum of the two.
Time skewed performance is predicted by a slightly different formula. The total
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Fig 23: Predicted runtimes for multiprocessor time skewing and multiprocessor original stencil
code

predicted running time is the sum of the time for computation and memory access in the
send and receive sections on each processor plus the maximum of total communication
costs or the computation and memory access time for the computation slice. With atotal
number of elements per processor of N, atile size of S and Ops floating point operations
per | SG node calculated, processorsthat do Mflops floating point operations per second,
and a network bandwidth of Nb MBs/ second, the entire formulais

((Ops* (T/9* S*(S+1))/Mflops)+(((2T/S)* 2S*8) / (Cb* 1024* 1024)) + ((Ops* (T/9)* S+ (S
1))/Mflops) + ((2T/9)*2(S-1)*8) / (Cb*1024* 1024) + MAX((T/S)* (NI+(8*(2S+1) /
(Nb*1024* 1024)), ((Ops* (T/S)* (S*N)-(2* S*S))/Mflops)+(((2T/S)* 2* (N-2S-1)) /
(Cb*1024* 1024))).

Actually running the tests gives the results graphed below alongside the
predictions. It can be seen that none of the actual performances by any of the programs
were as fast as the predictions, although the shape of each programs performance curve
roughly matches the shape of the prediction curve. Most notably, time skewing
performed 30 times slower than uniprocessor time skewing and the predictions for
multiprocessor time skewing. Much of this difference is most likely due to the lack of a
single classic optimization, mod hoisting, which was performed on the uniprocessor time
skewed code but not on the tested implantation of multiprocessor time skewed. Non mod
hoisted uniprocessor time skewed code was empirically shown to be 10 times slower than
mod hoisted code. The remaining factor of 3 performance loss may be accounted for by
the lack of other, minor, compile time optimizations, and by the use of a more inefficient
memory mapping. While uniprocessor time skewing stores live values within each tile in
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Fig 24: Result for empirical tests of multiprocessor time skewing and multiprocessor original stencil
code, compared with predicted results.

an array of size 25+1, this version of multiprocessor time skewing had an array of size
2N on each processor, of which only a size 25+1 section was in use at any given time.
Based on these results, and especially the relatively flat performance curve of
multiprocessor time skewing, the uniprocessor mod hoisted time skewing results, and
preliminary results from multiprocessor time skewing code that has had some of the more
minor optimizations made, it appears the multiprocessor time skewing will be able
demonstrate effective scalable parallelism once fully optimized.

6. Conclusions

In parallel supercomputing, it is important to apply both local and parallel
optimizations in order to obtain the most efficient use of a systems processors and
memory hierarchy, especially when dealing with multicomputers, where communication
can be a potential source of slowdown while the existence of a separate cache for every
processor provides opportunity for speedup. Processing larger amounts of datain the
amount of time it takes a serial processor to work with a smaller amount of datais the
source of speedup according to Gustafson's law, and one of the best ways to achieve this
isjudicious application of various optimization techniques. With multicomputers, it is
important to make sure that increasing the size of the data set doesn't result in
communication taking longer than computation, and that processors are always able to
get any datathey may need rapidly. While it is harder to write compilers for
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multicomputers that can perform such complex transformations as hierarchical tiling and
time skewing, since both optimizations have regular, correct forms, it is possible.

Working with Shared Memory Machines, local optimizations become more
important even though many don't have caches for each processor, because
communication and data distribution are taken care of within the hardware of the
machine itself and can therefore be done quite rapidly. Local optimizations can be
incorporated into compilers for Shared Memory Machines in order to take a programmers
code and create as much parallelism within it as possible, whether it be through loop
fission, loop skewing, loop interchange, or tiling.

Through all of this, it isimportant to consider the interactions between these two
types of optimizations. Applying local optimizations to code meant for parallelization in
order to increase the cache hit rate can change the effectiveness of different parallel
communication schemes, meaning the care needs to be taken not to optimize code in such
away that it would require avery inefficient parallel communication scheme, resulting in
codethat is slower than it was before being optimized.
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